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How to Use Expert Advice?

Which expert should I listen to?
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Hedge/Expert Setting [Littlestone and Warmuth, 1994, Freund and Schapire, 1997]

For t = 1, 2, . . . ,T

player predicts a distribution pt over N experts.

adversary reveals the loss `t,i ∈ [0, 1] for each expert.

player suffers loss pt · `t for this round.

Goal: minimize regret to the best expert:∑T
t=1 pt · `t −mini

∑T
t=1 `t,i

Or more generally, regret to any fixed strategy u:∑T
t=1 pt · `t −

∑T
t=1 u · `t

Hope: obtaining sublinear regret.
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Beyond the Classic Regret

More difficult objectives:

Achieving much smaller regret when the problem is “easy” while still
ensuring worst-case robustness;

Learning with unknown number of experts;

Competing with a sequence of different competitors;

Learning with experts who provide confidence-rated advice.

Previous work: all were studied to some extent, with different algorithms.

This work: one single parameter-free algorithm, achieving all these goals,
with improved results.
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AdaNormalHedge

A new variant of NormalHedge [Chaudhuri, Freund and Hsu, 09, Luo and Schapire,

14], which predicts:

pt,i ∝ qiw(Rt−1,i ,Ct−1,i )

q : a prior distribution;

Rt−1,i : cumulative regret up to time t − 1;

Ct−1,i : cumulative magnitude of the regret up to time t − 1;

w : a weight function:

w(R,C ) = Φ(R + 1,C + 1)− Φ(R − 1,C + 1)

Φ(R,C ) = exp

(
max{0,R}2

3C

)
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Regret Guarantee

For any competitor u, AdaNormalHedge ensures:

Regret to u = O
(√

(u · CT )RE(u || q)
)

u · CT ≈ loss of u

RE(u || q) = relative entropy between u and q

Implications:

1 Small regret when the competitor has small loss;

2 Almost constant regret when losses are stochastic;

3 A better ε-quantile regret (resolving an open problem by

[Chaudhuri et al., 2009, Chernov and Vovk, 2010]).
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Extensions and Applications

Simple extension to the sleeping experts setting.

appealing property of AdaNormalHedge: does not need to know the
total number of experts in advance.

Application 1:

Time-varying competitors:
∑T

t=1 pt · `t −
∑T

t=1 ut · `t .
I shown to be equivalent to a special case (“interval regrets”).

I resolve an open problem on shifting regret by [Warmuth and Koolen, 2014].

Application 2:

Predicting as well as the best pruning tree of a decision tree.
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