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I’m primarily an engineer concerned with the 
development and deployment of real systems 

 

I view the Semantic Web as providing an 
incredible opportunity to offer new functionality 
that can be applied to e-science in general and 
to biomedicine in particular 

 

Like some of you, I was first attracted to work in 
the Semantic Web as a refugee from the world 
of standalone AI systems 





2012: Some numerology 
 • 26 years since the first Knowledge Acquisition 

Workshop (KAW) in Banff 

• 25 years since the first European Knowledge 

Acquisition Workshop (EKAW) 

• 25 years since the onset of the most recent 

“AI Winter” 

• 20 years since the first Web server in North 

America—at Stanford 

• 12 years since the Knowledge-Based Systems 

community latched onto the Semantic Web 
vision 

• Oh yes, the end of the Mayan calendar 

 

 



The lure of the Semantic Web 
 

• A quantitatively different kind of AI 
– The Web as a vast place to store knowledge 

– The Web as a vast place to provide  
problem-solving services 

• A qualitatively different kind of AI 
– Anyone can say anything about anything 

– Anyone can have the resources of  
the Web available at anytime 

• Needed: New methods to deal 
with this complexity and scale 

http://bluewafflebreakie.wordpress.com 



Were we serious? 

• Personalized agents that 
could 

– Book flights 

– Shop for clothes 

– Manage our “smart homes” 

– Update our medical records 

• A technology, like the Web 
itself, that would grow 
from the grassroots 

 



Gartner Research Hype Cycle 
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The AI Winter was Good for AI 

• Smaller, more focused meetings were better 
for academic discussions 

• The sudden failure of the expert-systems 
industry stimulated lots of research to 
understand why it happened 

• The opportunity for new academic work and 
pressing industrial needs were self-reinforcing 





We learned during the last AI Winter: 

• Rules don’t scale when building complex 
systems 

• “Cognitive tractability” matters 

• Meaning is “situated” 

• Modeling problem solving is difficult 

• Reusable patterns are a good idea 

 

 



Components of a  
knowledge-based system 
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base 



R1: The first commercially successful 
rule-based system 

• Developed by John 
McDermott at CMU 

• When given a parts list, 
configured the 
backplanes of DEC  
VAX-11/780 computers 

• Went into use in 1980 

• By 1986 
– XCON (né R1) had 

processed 80,000 orders 

– DEC knew it had a problem 
with scalability 

 

 



The Undoing of R1 
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Our approach on the Web is not getting any better … 
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And we still have all those rules … 



We continue to search for ways to make 
rule bases comprehensible 
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Communication in print media 
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MYCIN expert system diagnosed 
infectious diseases … 

30)  Is Case 168 a compromised host? 
** NO 

31)  For how many days has Case 168 had abnormal 
neurologic signs? 

** 1 

32)  For how many days has Case 168 had neurological 
symptoms? 

** 9 

Has Case 168 had recent evidence of tender or enlarged 
salivary glands? 

** WHY 



The Undoing of R1 



Two Rules in MYCIN 

Rule 1 (an old rule) 

IF there are two positive cultures that grow from a 
  site that ordinarily is nonsterile 
THEN the culture is SIGNIFICANT 

 

Rule 2 (a newer rule) 

 IF the infection requiring therapy is cystitis, and  
   pyuria is not present 
 THEN the culture is SIGNIFICANT 



What is SIGNIFICANT? (After Clancey) 

The meaning of a symbol depends on the set of 
rules that can infer a value for the symbol, and 
what people understand about those rules 

• Meaning cannot be determined by examining 
rules in isolation, but only from observing the 
consequences of system performance 

• A rule base represents “knowledge,” but what it 
represents is as much our interpretive 
commentary—what we say about the rules in 
context 



In MYCIN, the meaning of SIGNIFICANT drifted … 

• A culture from a nonsterile site that ought to 
be taken seriously 

• A culture representing an infection that ought 
to be treated and whose treatment is simple 

• A culture from a patient who is really, really 
sick, so we’d better treat no matter what! 
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Communication on the Semantic Web 
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On the Web … 

• Anybody can say anything about anything 

• Users need to understand  
– What agents do  

– With what resources they do it 

– What are the socially agreed upon meanings of 
the associated terms 

• URIs alone cannot fix the meanings of terms 

• The open-world assumption only makes things 
harder 



A Curated Approach for Quality Assurance: 
The Open Biomedical Ontologies Foundry 

• A proposal to create a family of 
interoperable gold standard 
biomedical reference ontologies 

• Formulated by Barry Smith and 
members of the GO Consortium 

• An editorial process to enhance 
ontology quality 

• A Good Housekeeping  
Seal of Approval for biomedical 
ontologies 

 





OBO Foundry Principles 

1. Open content 

2. Shared syntax (OBO 
Format or OWL) 

3. Unique namespace 

4. Explicit versioning 

5. Delineated content 

6. Textual definitions of all 
terms 

7. Follows OBO Relations 
Ontology 

8. Good documentation 

 

 

 

9. A plurality of independent 
users 

10. Collaborative development 
with other members of the 
OBO Foundry 

11. Someone must “own” the 
ontology 

12. Standard naming 
conventions 

13. Maintained in light of 
scientific advance 

 











Torosaurus latus 



So what if there is no “settled science”? 

• Science—and ontologies of science—
necessarily evolve 

• Science—like the everyday world—is 
described using terms that have  
socially constructed, situationally dependent 
meanings 

• It is a feature that the Web can represent and 
act on alternative theories—provided that 
users understand the associated contexts 



On the Web … 

• We must encourage the use of standard 
ontologies whenever possible  

• We must inform users about the provenance 
of those ontologies to guide their 
interpretation of terms 

• We must accept that sometimes our systems 
will fail because of miscommunication 

 

 





It’s not only that  
 a little bit of semantics goes a long way. 
  
It’s that  
 approximate semantics goes a long way. 



Approximate semantics can be a good thing … 
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Heuristic classification  
in MYCIN (after Clancey) 



Heuristic classification  
in GRUNDY (after Clancey) 
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Problem-Solving Methods (PSMs) 

• Represent abstract procedures for solving 
stereotypical tasks 

• Make explicit the roles in which domain knowledge is 
used during problem solving 

• Provide reusable building blocks for composing 
abstract procedures 



The KA community had vast plans for libraries of 
problem solvers that would perform 

• Classification 

• Fault diagnosis 

• Constraint satisfaction 

• Planning 

• Design 

• Scheduling 

• Sequence alignment 

• And a gazillion other abstract tasks 

 



Do Laundry 

Laundry method 

Wash Sort  

Classification Wash method 

Modeling tasks 
was construed 
as developing a 
decomposition 
hierarchy of 
subtasks and 
the problem-
solving 
methods that 
could address 
the subtasks 



On the Web … 

• Services are very coarsely grained and are usually 
application-specific 

• There is little experience composing services of 
reusable, domain-independent building blocks 

• There is not much need for modeling Web services in 
terms of abstract problem solvers 

• All the tricky modeling is now internal to the service 

• The task-decomposition approach still is useful for 
designing the innards of intelligent agents 
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Patterns are everywhere! 

• In knowledge-based systems 

– Reusable ontologies 

– Reusable problem-solving methods 

• On the Web 

– Ontology design patterns 

– Choreography and orchestration of Web services 
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What Does Gartner Say About Us? 

We are here? 



Gartner’s Categorization of  
a Few Web Technologies (August 2012) 

• On the Rise 
– Collaborative Customer 

Interfaces 
– HTTP 2.0 
– Web Real Time 

Communication 
– User Experience Platforms 
– Tag Management 

• At the Peak 

– Semantic Web 
– Social Media Metrics 
– Big Data 
– Mobile Web Applications 

 

• Sliding into the Trough 

– Web 3.0 
– Cloud Computing 
– Enterprise Mash-ups 
– Web Experience Analytics 

• Climbing the Slope 
– Consumer Web Mashups 
– Web Widgets 

• Entering the Plateau 
– Web Analytics 
– B2B Web Services 
– Web App Development 

Platforms 
 



Searches for “Semantic Web” 



Searches for “ISWC” 



Searches for “Linked Data” 



It doesn’t look like winter yet 

• Continued uptake of semantic technology in 
the industrial sector 

• The Semantic Web community is learning 
from the mistakes of the AI hype 

• The past 25 years have taught us a lot about 
the modeling of knowledge—both in 
standalone systems and on the Web 

• These ideas will continue to influence our 
approach to our science and our practice 




