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Two types of clustering

Flat 
clustering

Hierarchical 
clustering

2

“2-clustering”

includes k-clusterings for all k



How is the data presented?

Batch

n data points, all at once
(can store all of them in memory)

Streaming

n data points, one at a time
but memory is o(n), so can’t store them

Online

endless, infinite stream of data
O(1) memory



Analysis of clustering procedures

1. How good is it?
Depends on intended use.

(a) Quantization: summarize a large, possibly infinite, 
space by a few “representatives”
Cost function to characterize the distortion 
induced by quantization
Goal: optimize this cost function

(b) Finding meaningful structure in data
Statistical theory: how do clusters capture the 
underlying distribution?

2. How fast is it?



Outline of tutorial

Part I. Approximation algorithms for clustering
(a) Algorithms for approximately optimal k-center and k-means
(b) Hierarchical versions of such clusterings
(c) Clustering when data is arriving in a streaming or online manner

Part II. Analysis of popular heuristics
(a) How good is k-means? How fast is it?
(b) Probabilistic analysis of EM
(c) The approximation ratio of hierarchical agglomerative clustering

Part III. Statistical theory in clustering
(a) Consistency of k-means
(b) The cluster tree and linkage algorithms



Part I: Approximation algorithms for clustering



Two cost functions for quantization

Input: Data set X ½ RD, desired # of clusters k
Goal: Summarize data using a few representatives C = {c1, c2, ..., ck} ½ RD, to 
minimize overall distortion.

The distortion on a particular x is d(x,C) =  min{||x – c||: c in C}

Max distortion (k-center) Average distortion (k-means)
max {d(x,C): x in X} sum {d(x,C)2: x in X} 



An algorithm for k-center

Farthest-first traversal 

[Gonzalez, 1985]

Input: data set X, integer k

Pick any x in X and set C = {x}

for i = 2 to k:

find x in X with largest d(x,C)

add x to C

return centers C
1

2

3

4

R

eg. k = 4 

Claim: cost(C) · 2 OPT
Proof: 
(i) Let x be the point in X that is farthest from C; and let R = d(x,C). Thus cost(C) = R.
(ii) The k+1 points C [ {x} are all at distance ¸ R from each other. 
(iii) Any k-clustering must put two of these points in the same cluster; and this cluster 
must therefore have radius ¸ R/2. Therefore OPT ¸ R/2.



A constant-factor approximation?

What it means: prevent the worst.



Complexity of k-center

Upper bounds [Gonzalez, 1985]

Farthest-first traversal achieves factor 2 approximation for data in any metric 
space.

Lower bounds [Feder and Greene, 1988]

Unless P = NP, no polynomial time algorithm achieves a factor:

better than 2 in a metric space

better than 1.82 in Euclidean space

Open problems:

1. Close the gap in the Euclidean case.

2. Other algorithms that are better in practice than farthest-first traversal?



An algorithm for k-means

A stochastic farthest-first traversal

kmeans++

[Arthur and Vassilvitskii, 2006]

Input: data set X, integer k

Pick x in X at random, set C = {x}

for i = 2 to k:

pick x in X at random, with 
probability / d(x,C)2

add x to C

return centers C
Claim: E[cost(C)] · O(log k) ¢ OPT



A constant-factor approximation

local search

[Kanungo et al, 2003]

Input: data set X, integer k

Pick initial centers C arbitrarily from X

while 9 c in C, x in X with 

cost(C – {c} + {x}) < cost(C):

C = C – {c} + {x}

return C

Claim: cost(C) · 50 ¢ OPT



Complexity of k-means

Upper bounds [Inaba et al, 1989]

Can solve optimally in time O(nkd), where

n = number of points

d = dimension

Lower bounds [D. et al, 2009; Mahajan et al, 2009]

NP-hard in the following cases:

k = 2, arbitrary d

d = 2, arbitrary k

Open problems:

1. Better approximation algorithms?

2. Hardness of approximation results?



Hierarchical clustering

1

2

3

4

5

1        2    3      4            5

1-clustering

2-clustering

3-clustering

4-clustering

5-clustering

Popular form of data analysis:
No need to specify number of clusters
Can view data at many levels of granularity, all at the same time
Simple greedy agglomerative heuristics for constructing these clusterings



A basic existence problem

The whole enterprise of hierarchical clustering could use some more 
justification.

Must there always exist a hierarchical clustering which is close to optimal at 
every level of granularity, simultaneously? [such that for all k, the induced k-
clustering is close to the best k-clustering?]



Hierarchical k-center

Cover tree on points x1, ..., xn: 

[Krauthgamer-Lee 04; Beygelzimer et al 06]

1. (Implicitly) an infinite rooted tree

2. Each node associated with some xi

3. Any node associated with xi has a child 
associated with xi

4. Nodes at level j are distance ¸ 1/2j

from each other

5. Each node at level j+1 is distance  ·
1/2j from its parent (at level j)

x1

x2

x3

x5

x4

x1

x1

x1

x1

x2

x2

x2

x5

x5

x5

x3 x4

x4

level -1

level 0

level 1

level 2

Build online! When new point x arrives:
1. Find largest j such that x is within 

dist 1/2j of some node p at level j
2. Make x a child of p



Hierarchical k-center

Cover tree on points x1, ..., xn: 

Each node associated with some xi

Any node associated with xi has a 
child associated with xi

Nodes at level j are ¸ 1/2j from each 
other

Each node at level j+1 is  · 1/2j from 
its parent (at level j) x1

x1

x1

x1

x2

x2

x2

x5

x5

x5

x3 x4

x4

lev -1

lev 0

lev 1

lev 2

Claim: For any k, consider the lowest level with · k nodes, and let Ck be those 
nodes. Then cost(Ck) · 8 OPTk.
Proof: (Suppose it is level j.) Ck’s children are within 1/2j of it, and its grandchildren 
are within 1/2j + 1/2j+1 of it, and so on. Therefore:

cost(Ck) · 1/2j + 1/2j+1 + 1/2j+2 + ... · 1/2j-1

Meanwhile, level j+1 has ¸ k+1 nodes, at dist ¸ 1/2j+1 from each other. Any k-
clustering puts two of these in the same cluster, and thus has radius ¸ 1/2j+2.



Hierarchical clustering: open problems

1. Hierarchical k-center: closing the gap

Upper bound: we have a factor 8 approximation. Can we do better?

Two sources of lower bounds:
Hardness of approximation of k-center (factor of 2)
Hierarchical incompatibility of optimal k-clusterings (factor of 2?)

Can these be combined to give a lower bound greater than 2?

2. Hierarchical k-means

Good algorithms for this?



Clustering online/streaming data

Online Streaming                                            

Endless stream of data Stream of (known) length n
Fixed amount of memory Memory is o(n), e.g. sqrt(n)
Tested at every time step Tested only at the very end
Each point is only seen once More than one pass may be possible



Online k-center

Cover tree, again. For points x1, ..., xn: 

1. (Implicitly) an infinite rooted tree

2. Each node associated with some xi

3. Any node associated with xi has a 
child associated with xi

4. Nodes at level j are distance ¸ 1/2j

from each other

5. Each node at level j+1 is distance  
· 1/2j from its parent (at level j)

x1

x1

x1

x1

x2

x2

x2

x5

x5

x5

x3 x4

x4

For each new point x that arrives:
Find largest j such that x is within dist 1/2j of some node p at level j
Make x a child of p

Problem: requires O(n) space – all points are stored
Solution: only maintain levels upto the first level j with ¸ k nodes

Open problem: online k-means.



Streaming algorithm for k-means – 1

Strategy #1: divide and conquer.
[Guha et al 03]
Start with approx alg KM for weighted
k-means: each point x has a weight 
w(x) and cost of k-clustering C is:

cost(C) = sum{ w(x) d(x,C)2 }

Divide stream S into p groups S1, ..., Sp

for each i = 1, 2, ..., p:
KM(Si) yields centers Ci = {ci1, ..., cik} 
and clusters Si1, ..., Sik µ Si

Sw = {all cij}, with weights w(cij) = |Sij|
return KM(Sw)

huge data stream S

S1 S2 S3 Sp

C1 C2

Sw

CpC3

C

KM

KM
Claim: If KM is a b-approximation,  
the overall scheme is a (6b + 4b2) 
approximation

Space requirements:
O(n/p) + O(kp)
eg. choose p = sqrt(n/k).



Streaming algorithm for k-means – 1

Bicriterion version:
An (a,b)-approximation for k-means 
yields ak centers with cost at most 
b times that of the best k-means 
solution.

huge data stream S

S1 S2 S3 Sp

C1 C2

Sw

CpC3

C

KM1

KM2

Claim: If KM1 is an (a,b)-approximation 
and KM2 is an (a’,b’)-approximation, the 
overall scheme is an (a’, 2b + 4b’(b+1)) 
approximation.

Even if KM1, KM2 are perfect, 
the approximation factor is 10.
Open problem: improve this!



Streaming algorithm for k-means – 2

Strategy #2: random sampling.
[Indyk 99]

Assume we have an (a,b)-approx alg KM. 

Pass 1:
S’ = random subset of S, of size s
C’ = KM(S’)

Pass 2:
S’’ = (8kn/s) log (k/±) points farthest from C’
C’’ = KM(S’’)

return C’ [ C’’

Claim: With probability ¸ 1- ±, this is a (2a, 2(b + 1)(1+ 4/±)) approximation. 

All large clusters are 
sufficiently sampled in 
S’, and covered by C’

Now pick up all points 
not adequately covered 
by C’



Part II: Analysis of popular heuristics



The k-means algorithm

Given a data set X ½ Rd:

Initialize centers c1, ..., ck arbitrarily
Repeat:

Assign each x in X to its closest ci

ci = mean(points assigned to ci)

Example:

1. How good is it?
Arbitrarily bad: solution can have 
arbitrarily large approximation ratio.

2. How many iterations can it take?
At most O(nkd).

*Vattani ‘09+ 
Can take 2n iterations even if d = 2.

*Arthur et al ‘09+ 
Smoothed analysis: if d ¸ 2 and each 
point is perturbed by Gaussian noise of 
variance ¾2, number of iterations is (whp) 
poly(n, 1/¾).

Open problems:  (1) Improve smoothed analysis and bound. (2) What about d=1?



Given a data set X ½ Rd:

Initialize {wi, ci, Si} arbitrarily
Repeat until convergence:
‘E’ step (soft clustering of X):

pi(x) = Prob[ith cluster | x]
‘M’ step (update parameters):

wi = x pi(x)/|X|
(ci, Si) = (mean, covariance) of X, 

weighted by pi

The EM algorithm

Each cluster is allowed its own scale and 
shape. Fit a probability distribution

w1 N(c1, S1) +  + wk N(ck, Sk)
to the data: a mixture of k Gaussians. Each 
cluster has a weight (wi), a mean (ci), and 
an ellipsoidal shape (covariance matrix Si)

Example:

1. Is there an implicit cost function here?
2. How well does EM perform?
3. Does good initialization matter?



EM: what is known?

Let Fk = {mixtures of k Gaussians}.
For any data set X and any f 2 Fk, let: 

LL(f) =

... the log likelihood.

[Dempster, Laird, and Rubin 77; Wu 83; 
Redner and Walker 84]

EM is a hillclimbing procedure
Let ft be EM’s candidate mixture after t 
iterations. Then LL(ft) is nondecreasing.

First-order convergence
Slow convergence when ft gets close to 
a local optimum.

Xin  Xin  

)(log)(log

xx

xfxf

In fact, the picture is even murkier... 
LL is always maximized by a 
degenerate mixture!



EM: two styles of analysis

Optimization-theoretic

Assume data is generated iid from a 
distribution in Fk

Do Taylor expansion of cost function 
LL(¢) around a local optimum.

Probabilistic

Ignore cost function that is ostensibly 
being optimized

Look at the what the algorithm is 
actually doing, step by step

Can address issues of convergence to 
good solution as well as initialization



How to initialize EM?

Common initialization:  pick initial centers by choosing k data points at random.
Is this a good idea?

Dream data set: data iid from k spherical Gaussians of the same radius, all very 
far away from each other, arranged on a line.

Initial:

Round 1:

Round 2:

One solution: start with k logk centers



EM for mixtures of spherical Gaussians

[D. and Schulman 07]
Suppose data in Rd comes iid from a 
mixture of k spherical Gaussians (ie. 
covariance matrices of the form ¾2 I)  
such that:
(1) the dimension is high

d >> log k
(2) the mixture is well-separated
For any two centers ci, cj,
||ci – cj||¸ d-1/4 max(Ai, Aj)

where Ai is the average L2 distance of a 
point in the ith cluster from ci

(3) EM is run in a particular manner
Pick k log k data points as initial centers, 
initialize variances carefully, later prune 
down to k centers

Open problems:

1. What happens in lower dimension, 
or at smaller separation?

2. Ellipsoidal Gaussians – what 
initialization is needed in that case?

3. More general probabilistic models.

4. Is there an EM++?

Claim: EM recovers the correct mixture 
– and in just two rounds.



Hierarchical agglomerative clustering

Building a hierarchical clustering:
1. Start with each data point in its own cluster.
2. Repeatedly merge two “closest” clusters.

Notion of distance between clusters:

Single linkage
closest pair of points

Complete linkage
furthest pair of points

Average linkage – several variants
(i) distance between centers
(i) average pairwise distance
(ii) Ward’s method: increase in k-means cost 
due to merger



Guarantees for agglomerative clustering

Complete linkage has underlying k-center cost function.
We’d like to say that for all k, the induced k-clustering is within factor ®(k) 
of the optimal k-center solution... what is ®(k) ?

Claim: [D. 09] k · ®(k) · klg 3

[Recall: cover tree has ®(k) = 8.]

Open problem: Ward’s method of average linkage has underlying k-means 
cost function... what is its approximation ratio?



Part III: Statistical theory in clustering



Consistency of k-means

Suppose data X1, X2, ..., Xn is drawn iid from an underlying distribution P. 
Let Ck be the optimal k-means centers with respect to P.
Let Cnk be the optimal k-means centers for {X1, ..., Xn}.

Claim: [Pollard 81] If Cj is unique for 1 · j · k, then dist(Ck ,Cnk) ! 0 a.s. 

Here dist(S,T) =

Issues:
1. Cnk is NP-hard to compute.
2. Is Ck something truly useful?

tsminmax
Tin t Sin  s



The cluster tree

For any density p(x), consider the 
level set

{x: p(x) ¸ r}
and let Cr be the connected 
components of this level set.

Claim: Pick any r · s, and C in Cr, 
C’ in Cs. Then C is either disjoint 
from C’ or contains it.

... a hierarchical clustering.



The cluster tree

For any density p(x), consider the 
level set

{x: p(x) ¸ r}
and let Cr be the connected 
components of this level set.

Claim: Pick any r · s, and C in Cr, 
C’ in Cs. Then C is either disjoint 
from C’ or contains it.

... a hierarchical clustering.

Which hierarchical clustering algorithms converge to the cluster tree?



Converging to the cluster tree

Let T be the cluster tree for P.

Method 1

From data {X1, ..., Xn}, construct a 
density estimate pn.
Determine the cluster tree Tn of pn.

If pn ! p, then Tn ! T.

Problem: for general density 
estimators, it is inconvenient to 
look for connected components of 
the level sets.

Method 2

Build a neighborhood graph Gr: 
nodes {X1, ..., Xn} 
edges {Xi – Xj :  ||Xi – Xj||· r}

Discard nodes with degree · log n, 
and let Cnr be the connected 
components.

A sort of robust single linkage.

Open problems: 
(1) Rates of convergence (2) Other basic structures on underlying density.
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