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Learning Relevant Representations

How do we find representations of X that are predictive of Y?

not enough labeled data to do this
orders of magnitude more unlabaled data
ideally, we should learn relevant representations of X with
unlabeled data
but why does Pr[X ] reveal anything about Pr[Y |X ] ?



The Multi-View Approach

Our input vector has structure: X = (X (1), X (2)),
where X (1) and X (2) are two “views”.
The dimensionalities of these are arbitrarily large (e.g. we
have thrown the ‘kitchen sink’ into these representations).
Goal: predict some Y ∈ R.
Intuition: the relationship between the “views” X (1) and
X (2) might reveal information about Y .
Structure: Pr[X (1), X (2)]

Examples:
person identification with a picture, X (1), or speech, X (2).
object recognition with different camera angles



What structure is useful?

What structure is in Pr[X (1), X (2), Y ]?
Conditional Independence (Ando & Zhang): X (1) and X (2)

are independent given Y .
Redundancy (K. & Foster): Predicting Y with just X (1) (or
X (2)) is nearly as good predicting with both (X (1), X (2)).

Why does it help?
Idea: The only useful features/subspaces for prediction (in
one view) are those that are correlated with some
feature/subspace in the other view.
We can (significantly) reduce the ‘labeled complexity’
(since this projection can be learned with unlabeled data).



Outline

conditional independence assumption
relax to state in terms of ‘hidden states’
captures a less explored idea in multi-view learning

redundancy assumption
word sense disambiguation

preliminary results from wiki



R2 and Predictability

Assume linear means, i.e.

E[Y |X ] = β · X

Recall:

R2
X ,Y := correlation(β · X , Y )2

= 1 − loss(β)

var(Y )

It is the fraction of the variance in Y explained by X .
If X is predictive of Y , then R2

X ,Y > 0.



(Weakened) Conditional Independence

H is a ‘hidden state’ for X (1), X (2), Y , if conditioned on H,
then X (1), X (2), and Y are independent.
H always exists, without loss of generality.
Let k be the dimensionality of H.
e.g. time series

Assumption (Conditional Independence)

Assume that both X (1) and X (2) are non-trivially predictive of H,
i.e. for all w ∈ Rk :

R2
X (1),w ·H > 0, R2

X (2),w ·H > 0



Conditional Independence: Theorem

Let ΠX (1) and ΠX (2) project to the “correlated” subspaces.

Using the “thin” SVD, E [X (1)(X (2))>] = UDV>, let ΠX (1) and
ΠX (2) project to the column spans of U and V .

Theorem

If dim(H) = k, then dim(Π) = k. Furthermore, there exist β1, β2, β s.t.

E[Y |X (1)] = β1 · ΠX (1)

E[Y |X (2)] = β2 · ΠX (2)

E[Y |X (1), X (2)] = β · (ΠX (1),ΠX (2))

Supervised learning need only deal with a k dimensional problem

This could be a huge reduction.

Prediction error could be much lower with both views.



Redundancy Assumption

Assumption (ε-Redundancy)
Assume that the best linear predictor from each view is roughly
as good as the best linear predictor based on both views. More
precisely, we have:

R2
X (1),Y ≥ R2

X ,Y − ε

R2
X (2),Y ≥ R2

X ,Y − ε

Here, we will not do better with both views.
Not really comparable to conditional independence.



Redundancy Theorem

Π0.5X (1) projects X (1) to the 0.5-correlated subspace:

span({Ui : s.t. Di > 0.5})

Π0.5X (2) similarly defined.

Theorem
Suppose that ε-Redundancy holds. The best linear prediction with
Π0.5X (1) is near optimal. More precisely,

R2
Π0.5X (1),Y ≥ R2

X ,Y − 8ε

R2
Π0.5X (2),Y ≥ R2

X ,Y − 8ε

The dimension of this projection is:

Dim (Π) ≤
∑

i

D2
i



Word Sense Disambiguation in Wikipedia

Words in wikipedia have disambiguation pages.
CCA of “past/future” of words

use features which capture temporal aspects
currently only use impoverished “words”:

endings: -ion -ed -ing
a few common words: also, was, which, that,has

Test: Pair one word with two links, which one is correct?
(one shot learning) Error rates:

Similarity error rate: 59% CCA to 61% TFIDF
With Learning: 77% (with 1000 labels)



Conclusions

Tech report soon website.
“Vanilla” linear theory spelled out.

generating relevant representations
choosing “views”

CCA: the “algorithm” vs the “subspace”:
Feature generation (Ando & Zhang): make fictitious
prediction tasks and check for predictability

Conditional Independence viewpoint is natural.
e.g. time series
“A Spectral Algorithm for Learning Hidden Markov Models”
(Hsu, K., & Zhang; 2008)


