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Motivations

Decision rule is a logical expression of the form:

“if conditions then decision”.

A simple classifier that votes for some class when the
conditions are satisfied and abstains from vote otherwise.

Example:

if duration ≥ 36 and
saving status ≥ 1000 and
employment 6= unemployed and
purpose = furniture/equipment

then risk level is low.

Main advantage of decision rules is their simplicity and
interpretability: the rule ensemble is much easier to interpret
than the tree ensemble.
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Motivations

The most popular algorithms for rule induction are based on
sequential covering
⇒ they suffer from the insufficient accuracy.

We follow boosting approach treating rules as base classifiers
in the ensemble (similarly as RuleFit, SLIPPER or LRI)
⇒ boosting leads to the powerful prediction models.

Contrary to previous approaches, we estimate the conditional
class distribution P (y|x) by minimizing the negative
log-likelihood (similarly as LogitBoost or MART with trees).

Our approach deals directly with a general K-class problem.
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Problem Statement

Let D = {(x1, y1), . . . , (xn, yn)} be a training set, where
x ∈ X ⊆ Rm and y ∈ Y = {1, . . . ,K}.
Probability estimation via the maximum likelihood estimation:
maximize the likelihood, or equivalently minimize the negative
log-likelihood:

` =
n∑
i=1

− logP (yi|xi).

Introduce a vector f(x) = (f1(x), . . . , fK(x)) using the
logistic transform:

P (y|x) =
efy(x)∑K
k=1 e

fk(x)
.

This results in the minimization of:

`(f) =
n∑
i=1

log

(
K∑
k=1

efk(xi)

)
− fyi(xi).
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Decision Rule

We treat a decision rule as a vector function which returns
constant vector α ∈ RK+ in some axis-parallel (rectangular)
region S ⊆ X and returns zero vector outside S.

Coordinate αk expresses the confidence of predicting class k.

Let Φ(x) be an indicator function such that Φ(x) = 1 if and
only if object x satisfies the conditions of the rule (i.e. x ∈ S).

Then decision rule can be written as:

r(x) = αΦ(x).
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Learning a Rule Ensemble

The classification function is a linear combination of M rules:

f(x) =
M∑
m=1

rm(x).

Boosting strategy: the rules are added one by one, greedily
minimizing the loss function:

rm = arg min
r
`(fm−1 + r) = arg min

Φ,α
`(fm−1 + Φα), (*)

where fm−1 is the rule ensemble after m− 1 iterations.

We restrict to the rules voting for only one class: α = αv,
where α ∈ R+ and v = (0, . . . , 0, 1, 0, . . . , 0).

No simple solution to (*); we propose two approximations:
gradient and Newton methods.
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Gradient Method

Gradient method approximates `(fm−1 + αvΦ) up to the first
order with respect to α:

`(fm−1 + αvΦ) ' `(fm−1) + α`′(fm−1, vΦ),

where:

`′(fm−1, vΦ) =
∂`(fm−1 + αvΦ)

∂α

∣∣∣∣
α=0

.

Since the first term is constant, we equivalently minimize:

Lm(Φ) = min
v
`′(fm−1, vΦ).
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Newton Method

Approximates `(fm−1 + αvΦ) up to the second order:

`(fm−1 + αvΦ) ' `(fm−1) + α`′(fm−1, vΦ) +
α2

2
`′′(fm−1, vΦ),

where:

`′′(fm−1, vΦ) =
∂2`(fm−1 + αvΦ)

∂α2

∣∣∣∣
α=0

.

This expression is minimized by the Newton step:

α = − `
′(fm−1, vΦ)
`′′(fm−1, vΦ)

.

By substituting the Newton step we equivalently minimize:

Lm(Φ) = min
v

`′(fm−1, vΦ)√
`′′(fm−1, vΦ)

.
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Gradient vs. Newton Method

Gradient Newton

Lm(Φ) = minv `
′(fm−1, vΦ) Lm(Φ) = minv

`′(fm−1,vΦ)√
`′′(fm−1,vΦ)

Denoting pik = P̂r(k|xi), we have:

`′(fm−1, vΦ) =
∑

Φ(xi)=1

pik − δk,yi
,

`′′(fm−1, vΦ) =
∑

Φ(xi)=1

pik(1− pik).

Newton method tends to generate rules with smaller coverage.
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Single Rule Generation

Obtaining Φm is done by minimizing Lm(Φ): we start with
the rectangular region S = X and sequentially add conditions
to the rule (trim the rectangle S) as long as Lm(Φ) can be
decreased.

In contrary to tree induction, there is a natural stopping
condition: the minimum of Lm(Φ).

The response αm is obtained by the Newton step shrunk
(multiplied) by the amount ν ∈ (0, 1]; it is known to often
improve the accuracy (Friedman&Popescu, 2004).

Regularization with hold-out set: rule conditions are generated
on a random subsample of 50% objects, while the response
αm is obtained using all objects, which usually decreases the
magnitude |αm| – an alternative to pruning.

A simple procedure for stopping the ensemble growth by
estimating the quality of the rule on a hold-out set.
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Ordinal Classification/Regression
MLRules can be easily adapted to capture the ordinal
properties of class labels.
Generate rules voting for “at least” and “at most” class
unions, i.e. sets of the form {k, . . . ,K} or {1, . . . , k}.
Such rules are generated by considering the vectors v to be of
the form: v = {−1, . . . ,−1, 1, . . . , 1} (vote for “at least k”
class) or v = {1, . . . , 1,−1, . . . ,−1} (“at most k”).
Rule increases the probability of a class union, not of a single
class.
The only change in the algorithm:

`′(fm−1, vΦ) =
∑

Φ(xi)=1

K∑
k=1

vk(pik − δk,yi
),

`′′(fm−1, vΦ) =
∑

Φ(xi)=1

K∑
k=1

vkpik

(
1−

K∑
k=1

vkpik

)
.
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Related Works

SLIPPER (Cohen&Singer, 1999)

Proposed within AdaBoost scheme with confidence-rated
prediction (minimizes the exponential loss).

Divides training set into “growing” and “pruning” parts.

LRI (Weiss&Indurkhya, 2000)

Generates rules in the form of DNF formulas.

Uses specific reweighting scheme based on cumulative error.

RuleFit (Friedman&Popescu, 2005)

First the tree ensemble is learned and then rules are produced
from the generated trees.

Rule ensemble is then fitted with L1 regularization.
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Computational Experiment

Comparison with existing rule induction algorithms: SLIPPER,
LRI and RuleFit on 35 files from UCI Repository (20 binary
and 15 multi-class datasets):

SLIPPER: 500 iterations, rest of parameters default.
LRI: rule length 5, features frozen after 50 rounds; 200 rules
per class; 2 disjuncts.
RuleFit: rule-linear mode, average tree size 4, number 500.
MLRules: ν = 0.1,M = 500.

Accuracy estimated using 10-fold cross validation.

Following (Demšar, 2006), we use Friedman test to check
whether all the algorithms perform equally well (null
hypothesis); the test is based on average ranks.

Here we restrict the analysis to the binary-class problems only.
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Results
Dataset SLIPPER LRI RuleFit MLRules.G MLRules.N

Binary-class Datasets
haberman 0.268(3.0) 0.275(5.0) 0.272(4.0) 0.262 (2.0) 0.249(1.0)
breast-c 0.279(3.0) 0.293(4.0) 0.297(5.0) 0.259(1.0) 0.273 (2.0)
diabetes 0.254(4.0) 0.254(3.0) 0.262(5.0) 0.247(1.0) 0.253 (2.0)
credit-g 0.277(5.0) 0.239(1.0) 0.259(3.0) 0.241 (2.0) 0.260 (4.0)
credit-a 0.170(5.0) 0.122(1.0) 0.132(3.0) 0.133 (4.0) 0.130 (2.0)
ionosphere 0.065(3.0) 0.068(4.0) 0.085(5.0) 0.060(1.0) 0.063 (2.0)
colic 0.150(4.0) 0.161(5.0) 0.147(3.0) 0.139 (2.0) 0.133(1.0)
hepatitis 0.167(2.0) 0.180(3.0) 0.194(4.0) 0.162(1.0) 0.201 (5.0)
sonar 0.264(5.0) 0.149(2.0) 0.197(4.0) 0.120(1.0) 0.154 (3.0)
heart-statlog 0.233(5.0) 0.196(4.0) 0.185(3.0) 0.167(1.0) 0.174 (2.0)
liver-disorders 0.307(5.0) 0.266(1.0) 0.307(4.0) 0.275 (2.0) 0.278 (3.0)
vote 0.050(5.0) 0.039(3.0) 0.050(5.0) 0.034(1.0) 0.037 (2.0)
heart-c 0.195(5.0) 0.185(3.0) 0.189(4.0) 0.165 (2.0) 0.155(1.0)
heart-h 0.200(5.0) 0.183(3.0) 0.183(4.0) 0.180 (2.0) 0.170(1.0)
breast-w 0.043(5.0) 0.033(2.0) 0.041(4.0) 0.031(1.0) 0.034 (3.0)
sick 0.016(2.0) 0.018(4.0) 0.019(5.0) 0.016 (3.0) 0.012(1.0)
tic-tac-toe 0.024(2.0) 0.122(5.0) 0.053(3.0) 0.113 (4.0) 0.003(1.0)
spambase 0.059(5.0) 0.049(3.0) 0.059(4.0) 0.047 (2.0) 0.046(1.0)
cylinder-bands 0.217(4.0) 0.165(2.0) 0.381(5.0) 0.144(1.0) 0.193 (3.0)
kr-vs-kp 0.006(2.0) 0.031(5.0) 0.029(4.0) 0.010 (3.0) 0.005(1.0)
avg. rank 3.9 3.15 4.05 1.85 2.05
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Results

Friedman test states that classifiers are not equally good.

Post-hoc analysis: calculating the critical difference (CD).

We obtain CD = 1.364: algorithms with difference in average
ranks more than 1.364 are significantly different.

5 4 3 2 1

CD = 1.364

MLRules.G

MLRules.N
LRI

SLIPPER

RuleFit

Results obtained by taking into account the multi-class
problems are roughly the same.
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Summary

We introduced a new rule induction algorithm for solving
classification problems by probability estimation.

MLRules can work with any loss matrix (any misclassification
costs).

Our algorithm is competitive or outperforms the existing
approaches to rule induction.

Can be simply adapted to the ordinal regression problems.
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