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What is temporal abstraction?

• Consider an activity such as cooking dinner

– High-level steps: choose a recipe, make a grocery list, get groceries,
cook,...

– Medium-level steps: get a pot, put ingredients in the pot, stir until
smooth, check the recipe ...

– Low-level steps: wrist and arm movement while driving the car,
stirring, ...

• All have to be seamlessly integrated!
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Temporal abstraction in AI

• A cornerstone of AI planning since the 1970’s:

– Fikes et al. (1972), Newell (1972, Kuipers (1979), Korf (1985), Laird
(1986), Iba (1989), Drescher (1991) etc.

• It has been shown to :

– Generate shorter plans
– Reduce the complexity of choosing actions
– Provide robustness against model misspecification
– Allows taking shortcuts in the environment

• In robotics and hybrid systems, the use of controllers provides similar
benefits, and also improves interpretability and allows specifying prior
knowledge
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Why is temporal abstraction useful for complex RL tasks

• Advantages to planning

– Need to generate shorter plans
– Improves robustness to model errors
– Might need to look at fewer states, since the abstract actions have

pre-defined termination conditions
– Discretize the action space in continuous problems

• Advantages to learning

– Improves exploration (can travel in larger leaps)
– Gives a natural way of using a single stream of data to learn many

things (off-policy learning)

• Advantages to interpretability:

– Focusing attention: Sub-plans ignore a lot of information
– Improves readability of both models and resulting plans
– Reduces the problem size
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Formalization of temporal abstraction in RL

• Hierarchical abstract machines (Parr, 1998)

• MAXQ (Dietterich, 1998)

• Dynamic motion primitives (Schaal et al. 2004)

• Skills (Konidaris et al, 2009)

• Feudal networks (Dayan & Hinton, 1992; Vezhnevets et al, 2016, 2017)

• Options (Sutton,Precup & Singh, 1999; Precup, 2000)

DLRL Toronto 2018 4



Options framework

• An option ω consists of 3 components

– An initiation set of states Iω ⊆ S (aka precondition)
– A policy πω : S ×A→ [0, 1]
πω(s, a) is the probability of taking a in s when following the option

– A termination condition βω : S → [0, 1]:
βω(s) is the probability of terminating option ω upon entering state s

• Eg., robot navigation: if there is no obstacle in front (Iω), go forward
(πω) until you get too close to another object (βω)

• Other representations of the termination condition are possible (cf.
Comanici and Precup, 2010)

Cf. Sutton, Precup & Singh, 1999; Precup, 2000
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Options as behavioral programs

• Call-and-return execution

– Option is a subroutine which gets called by a policy over options πΩ

– When called, ω is pushed onto the execution stack
– During the option execution, the program looks at certain variables

(aka state) and executes an instruction (aka action) until a termination
condition is reached

– The option can keep track of additional local variables, eg counting
number of steps, saturation in certain features (e.g. Comanici, 2010)

– Options can invoke other options
• Interruption

– At each step, one can check if a better alternative has become available
– If so, the option currently executing is interrupted (special form of

concurrency)
• The option identity is also a form of memory: what is the agent currently

trying to achieve? Cf. Shaul et al, 2014, Kulkarni et al, 2016
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Alternative formalisms

• MAXQ (Dietterich, 2000): specify a graph of sub-tasks

• Hierarchies of Abstract Machines (Parr & Russell, 1997): abstractions
given by automata

• Andre (2003): programming language (ALISP) which allows specifying
HAM programs, learning parts of them
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Figure 1: (a) The Deliver–Patrol world. Mail appears at and must be delivered to the appro-
priate location. Additional rewards appear sporadically at , , , and . The robot’s battery
may be recharged at . The robot is penalized for colliding with walls and “furniture” (small cir-
cles). (b) Three of the PHAMs in the partial specification for the Deliver–Patrol world. Right-facing
half-circles are start states, left-facing half-circles are stop states, hexagons are call states, ovals are
primitive actions, and squares are choice points. and are memory variables. When arguments to
call states are in braces, then the choice is over the arguments to pass to the subroutine. The
PHAM specifies an interrupt to clean the camera lens whenever it gets dirty; the PHAM
interrupts its patrolling whenever there is mail to be delivered.
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Figure 2: (a) A room in the Deliver–Patrol domain. The arrows in the drawing of the room indi-
cate the behavior specified by the transition function in ToDoor(dest,sp). Two arrows indicate
a “fast” move (fN,fS,fE.fW), whereas a single arrow indicates a slow move (N, S, E, W). (b) The
ToDoor(dest,sp) and Move(dir) PHAMs.
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Figure 3: The remainder of the PHAMs for the Deliver–Patrol domain. Nav(dest,sp) leaves route
choices to be learned through experience. Similarly, Patrol() does not specify the sequence of loca-
tions to check.
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Option models

• Option model has two parts:

1. Expected reward rω(s): the expected return during ω’s execution from
s
– Needed because it is used to update the agent’s internal

representations
2. Transition model Pω(s′|s): a sub-probability distribution over next

states (reflecting the discount factor γ and the option duration) given
that ω executes from s
– Specifies both where the agent will end up after the option execution

and when termination will happen

• Models are predictions about the future, conditioned on the option being
executed
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Option models provide semantics

• Programming languages: preconditions (initiation set) and postconditions

• Models of options represent (probabilistic) post-conditions

• Models that are compositional, can be used to reason about the policy
over options, cf. Sutton et al, 1999, Sorg & Singh, 2010

– Sequencing
rω1ω2 = rω1 + Pω1rω2

Pω1ω2 = Pω1Pω2

– Stochastic choice: can take expectations of reward and transition
models, eg if we have a policy over options Ω, its immediate reward is
obtained as: ∑

ω

πΩ(ω|s)rω(s)

Convergence of Bellman equations follows immediately!
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Recall: Bellman Equations (model-based RL)

• Given the model rπ and Pπ for a policy:

vπ = rπ + γPπvπ

• Let b = rπ and F = γPπ:

vπ = b+ Fvπ

• We can then solve for vπ with :

1. DP methods
2. Sample-based TD methods (including Dyna)
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Bellman equations for multi-step models

• Let’s expand v once:
vπ = rπ + γPπvπ

= rπ + γPπ(rπ + γPπvπ)

= rπ + γPπrπ + γ
2
P

2
πvπ

• Define the 2-step reward model as:

b
(2)

=̇rπ + γPπrπ

and the 2-step transition model:

F
(2)

=̇γ
2
P

2
π

• The Bellman equation can then also be written as:
vπ = b

(2)
+ F

(2)
vπ

(The gamma term is folded in F . A matter of taste...)
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General n-step models

• Reward and transition matrix:

b(n)=̇

n−1∑

t=0

(γPπ)trπ F (n)=̇(γPπ)n

• Bellman equation:

vπ = b(n) + F (n)vπ

• Note that The Bellman equation is a contraction with factor γn, so this
can converge faster than a 1-step model
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Fun fact: model composition

• Homogeneous coordinates: familiar from computer graphics, vision:




px
py
pz
1


 =




u11 u12 u13 tx
u21 u2 u23 ty
u31 u32 u33 tz
0 0 0 1







x
y
z
1




where the uij are elements of a rotation matrix and [tx, ty, tz] is a
translation vector.
• Bellman equations in homogeneous form

[
vπ
1

]
=

[
Pπ rπ
0 1

] [
vπ
1

]
=

[
Pπvπ + rπ

1

]

where Pπ is a block matrix of size n× n (n being the number of states)
and rπ is a column vector of size n.
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Composing models in homogeneous form

• A 2-step model is:

M (2)
π =̇M2

π =

[
γ2P 2

π γPπrπ + rπ
0 1

]

• Generally, M
(n)
π =̇Mn

π and vπ = M
(n)
π vπ

• For linear option models in homogeneous coordinated, sequencing is:

Mω1ω2
= Mω1

Mω2

• Stochastic choice is an expectation of Mωi taken wrt πΩ

• Compositional planning (Silver & Ciosek, 2012): compute a whole
hierarchy of options using this principle, staring with primitive models

– Solves Towers of Hanoi order of magnitude faster
– Requires number of iterations grows linearly when adding discs, instead

of exponentially
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MDP + Options = Semi-Markov Decision Precess

SMDP

Time

MDP
State

Options 

over MDP

Fig. 1. The state trajectory of an MDP is made up of small, discrete-time transitions,
whereas that of an SMDP comprises larger, continuous-time transitions. Options
enable an MDP trajectory to be analyzed in either way.

tion 4 considers the problem of effectively combining a given set of options
into a single overall policy. For example, a robot may have pre-designed con-
trollers for servoing joints to positions, picking up objects, and visual search,
but still face a difficult problem of how to coordinate and switch between
these behaviors [17,22,38,48,50,65–67]. Sections 5 and 6 concern intra-option
learning—looking inside options to learn simultaneously about all options con-
sistent with each fragment of experience. Finally, in Section 7 we illustrate a
notion of subgoal that can be used to improve existing options and learn new
ones.

1 The Reinforcement Learning (MDP) Framework

In this section we briefly review the standard reinforcement learning frame-
work of discrete-time, finite Markov decision processes , or MDPs , which forms
the basis for our extension to temporally extended courses of action. In this
framework, a learning agent interacts with an environment at some discrete,
lowest-level time scale, t = 0, 1, 2, . . . On each time step, t, the agent perceives
the state of the environment, st ∈ S, and on that basis chooses a primitive
action, at ∈ Ast . In response to each action, at, the environment produces one
step later a numerical reward, rt+1, and a next state, st+1. It is convenient to
suppress the differences in available actions across states whenever possible;
we let A =

�
s∈S As denote the union of the action sets. If S and A, are fi-

nite, then the environment’s transition dynamics can be modeled by one-step
state-transition probabilities,

pa
ss� = Pr{st+1 = s� | st = s, at = a},

4

• Introducing options in an MDP induces a related semi-MDP

• Hence all planning and learning algorithms from classical MDPs transfer
directly to options (Cf. Sutton, Precup & Singh, 1999; Precup, 2000)
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TD at the SMDP level

• Let Nt now be a random variable for the duration of an option started
at time t:

G
(Nt)
t = Rt + γRt+1 + . . .+ γNt−1Rt+Nt−1 + γNtQ(St+Nt,Wt+Nt)

• It’s just like using the n-step return but where n is a random variable
rather than being fixed.
• SMDP TD Prediction (for option values)

Qt+Nt(St,Wt) = Qt+Nt−1(St,Wt) + α
(
G

(Nt)
t −Qt+Nt−1(St,Wt)

)

• SMDP Q-learning: just take a maxω in the G
(Nt)
t update target.

• Models of options can also be viewed as n-step models but with a random
n
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Illustration: Navigation

Room s Ex am ple

Iteration #0 Iteration #1 Iteration #2

with ce ll-to-ce ll
primit ive  act ions

Iteration #0 Iteration #1 Iteration #2

with room-to-room
opt ions

V (goal )=1

V (goal )=1
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Advantages

• Easy to learn using temporal-difference-style methods, from a single
stream of experience

• Planning with option models is done just like planning with primitives -
no explicit hierarchy

• Result of planning with a set of options Ω is an option-value function,
e.g. VΩ

• But we can also use the underlying MDP structure to help in learning
the options
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The anatomy of the reward option model

• Primitive action model: ra(s) = E[Rt|St = s,At = a]

• Option model:

rω(s) = E[Rt + γRt+1 + . . . |St = s, ωt = ω]

• This expectation indicates a Markov-style property, as it depends only on
the identity of the state and the option, not on the time step

• Notice the model is basically a value function so we can write Bellman
equations for the model:

rω(s) =
∑

a

πω(a|s)[ra(s) +
∑

s′

γ(1− βω(s′))rω(s′)]

• This means that we can use RL methods to learn the models of options!

• Very similar equations hold for the transition model
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Intra-option algorithms

• Learning about one option at a time is very inefficient

• In fact, we may not want to execute options at all!

• Instead, learn about all options consistent with the behaviour

• In some sense, a form of attention

• E.g. action-value function, tabular case

On single-step transition 〈s, a, r, s′〉, for all ω that could have been
executing in s and taken a:

QΩ(s, ω) = QΩ(s, ω) + α[ra(s) + γ(1− βω(s′))QΩ(s′, ω) +

+ γβω(s′)
∑

s′

max
ω′

QΩ(s′, ω′)−QΩ(s, ω)]

• In general function approximation, importance sampling will need to be
used (several papers on this)
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Frontier: Option discovery

• Options can be given by a system designer

• If subgoals / secondary reward structure is given, the option policy can be
obtained, by solving a smaller planning or learning problem (cf. Precup,
2000)

• What is a good set of subgoals / options?

• This is a representation discovery problem
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Bottleneck states

1

• Perhaps the most explored idea in options construction (e.g. McGovern
& Barto, 2002, Simsek & Barto, 2004)

• A bottleneck is a special state, which is visited more often than others,
allows “circulating on the graph”

1Botvinick, 2011
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Finding bottleneck states

• Lots of different approaches!

– Frequency of states (McGovern et al, 2001, Stolle & Precup, 2002)
– Graph partitioning / state graph analysis (Simsek et al, 2004, Menache

et al, 2004, Bacon & Precup, 2013)
– Information-theoretic ideas (Peters et al., 2010)

• People seem quite good at generating these (cf. Solway et al, 2014)

• Laplace options (Machado et al, 2017)

• Main drawback: expensive both in terms of sample size and computation
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Change-point detection

• Main idea: detect statistical changes in the time series generated by
the behaviour, use this to segment into trajectories that are assumed to
correspond to different options.

CST
CST (Konidaris et al. 2010) is a recently developed skill
discovery method capable of acquiring skills from human-
provided demonstration trajectories. It segments each tra-
jectory into a chain of skills—allocating each skill its own
abstraction—and merges chains from multiple trajectories
into a single skill tree; this is accomplished incrementally
and online. CST uses a library of abstractions, and segments
each trajectory by automatically detecting when either the
most relevant abstraction changes, or when a segment be-
comes too complex to represent using a single linear value
function approximator. This is depicted in Figure 1.

R
et
ur
n

Fe
at
ur
es Door Key Lock

Figure 1: An illustration of a trajectory segmented into skills
by CST. A robot executes a trajectory where it goes through
a door, approaches and picks up a key, and then takes it to
a lock (bottom). The robot is equipped with three possible
abstractions: features describing its distance to the doorway,
the key, and the lock. The value of these features change
during trajectory execution (middle) as the distance to each
object changes while it is in the robot’s field of view. The
robot also obtains an estimate of return for each point along
the trajectory by summing the (discounted) rewards obtained
from that point on (top). CST splits the trajectory into seg-
ments by finding an MAP segmentation such that the return
estimate is best represented by a piecewise linear value func-
tion where each segment uses a single abstraction. Segment
boundaries are shown with dashed vertical lines.

Each option’s initiation set is obtained using a classifier:
states in its segment are positive examples and all other
states are negative examples. Each option’s termination con-
dition is the initiation set of the skill that succeeds it (or the
target of the trajectory, in the case of the final skill), result-
ing in a chain of options that can be executed sequentially
to take the robot from its starting position to the goal. Given

multiple trajectories leading to the same goal, CST merges
them by considering the likelihood of each segment being
represented by the same value function.

CST is suitable for skill acquisition in mobile robots be-
cause it is online, and given an abstraction library it seg-
ments demonstration trajectories into sequences of skills
that are each represented using a small state space. This
use of skill-specific abstractions is a key advantage of hi-
erarchical RL because it allows problems that are high-
dimensional when considered monolithically to be adap-
tively broken into subtasks that may themselves be low-
dimensional (Konidaris and Barto 2009a). Additionally, a
change in abstraction is a useful measure of subtask bound-
aries, and the use of agent-centric abstractions facilitates
skill transfer (Konidaris and Barto 2007). For more details
on CST, see Konidaris et al. (2010).

Autonomous Skill Acquisition on a Mobile
Manipulator

Previous work with CST has acquired skills from demon-
stration trajectories obtained from a human. This section de-
scribes a robot that learns to solve a task itself, and thereby
generates its own sample trajectories. We used a pair of tasks
to demonstrate the feasibility of autonomous robot skill ac-
quisition and the effect of acquired skills. In the first, the
robot learned to sequence the execution of a set of innate
controllers to solve a mobile manipulation task and then
extracted skills from the resulting solution. We compared
the performance of the robot with and without the acquired
skills in a second, similar, task.1

The uBot-5
The uBot-5, shown in Figure 2, is a dynamically balanc-
ing, 13 degree of freedom mobile manipulator (Deegan, Thi-
bodeau, and Grupen 2006). Balancing is achieved using an
LQR that keeps the robot upright and compensates for forces
exerted upon it during navigation and manipulation. The
uBot-5 has two arms, each terminated by a small ball that
can be used for basic manipulation tasks.2

The uBot’s control system was implemented primarily
in Microsoft Robotics Developer Studio (Johns and Tay-
lor 2008) and allowed differential control of its wheels
and position control of each of its hands (though we only
used the right hand in this work). The uBot was equipped
with two cameras mounted on a pan/tilt unit. Images were
extracted and transmitted wirelessly to an off-board com-
puter that processed them using the ARToolkit system (Kato
and Billinghurst 1999) to identify augmented reality tags
(ARTags) present in the robot’s visual field. The uBot was
able to identify the location and orientation of visible tags
with an update rate of approximately 8Hz. Multiple ARTags
were placed in known configurations around important ob-
jects, allowing the robot to localize each object even when
only a single ARTag was visible.

1Videos of the robot solving each task are available at:
http://people.csail.mit.edu/gdk/arsa.html

2A grasping hand prototype is expected to be working shortly.

Cf. Konidaris et al., AAAI 2012
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Applications: Robot control

• Controllers are learned automatically, at the same time as solving the task,
using state-of-art Bayesian change point detection methods (Konidaris
et al, 2009, 2012)

Figure 2: The uBot-5.

The robot had access to innate navigation and manipula-
tion controllers. Given a target object, the navigation con-
troller first aligned the robot with the wall normal at the ob-
ject’s location, then turned the robot to face the object and
approach it. This guaranteed that the robot reliably arrived
in a good position to manipulate the target object. The uBot
also had controllers that moved its hand to one of seven po-
sitions: withdrawn, extended, and then extended and moved
to the left, right, upwards, downwards, or outwards. Each
of these controlled the position of the hand relative to the
centroid of the target object.

Before starting a navigation, the robot performed a visual
scan of the room to determine the locations of visible ob-
jects. It then executed an orientation controller which turned
it away from the location it was facing and toward its target.
This controller was crucial in safely avoiding walls and was
therefore not learned or included in segmentation. Through-
out the experiment, the robot actively tracked the ARTags
surrounding target objects using its pan/tilt head.

The uBot was given a library of abstractions. Each ab-
straction paired one of the uBot’s motor modalities (body
or hand) with a task object. Abstractions pertaining to the
robot’s hand contained state variables expressing the differ-
ence between its position and centroid of an object. Abstrac-
tions using the robot’s body and a target object contained
state variables expressing the distance from the body to the
object, the distance from the body to the nearest point on
the wall upon which the object was attached, and the angle
between the body and the wall normal vector.

To solve each task, the uBot learned a discrete model
of the task as an MDP. This model allowed the uBot to
plan online using dynamic programming with learning rate
α = 0.1. The value function was initialized optimistically
to zero for unknown state-action pairs, except for when the
robot used acquired skills, when the state-action pairs corre-
sponding to basic manipulation actions were initialized to a
time cost of three hours. This resulted in a robot that always
preferred to use higher-level acquired skills when possible,
but could also make use of lower-level innate controllers
when all other options had been exhausted. The robot re-
ceived a reward of −1 for each second that passed.

A new closed-loop controller was synthesized for each ac-

quired skill by fitting a spline to the solution trajectory to
identify a sequence of relative waypoints. This allowed ro-
bust replay while retaining the ability to learn to improve
each controller using a policy search algorithm if necessary.

The Red Room Tasks
The Red Room Domain consisted of two tasks. We used the
first task as a training task: the uBot learned to solve it by
sequencing its innate controllers and then extracted skills
from the resulting solution trajectories. We then compared
the time the uBot took to initially solve the second task us-
ing its innate controllers against the time required when us-
ing acquired skills.

The First Task The first task consisted of a small room
containing a button and a handle. When the handle was
pulled after the button had been pressed a door in the side
of the room opened, allowing the uBot access to a compart-
ment containing a switch. The goal of the task was to press
the switch. Sensing and control for the objects in the room
was performed using touch sensors, with state tracked and
communicated to the uBot via an MIT Handy Board (Martin
1998). Figure 3 shows a schematic drawing and photographs
of the first task.

Button

Handle

Switch
Door

245 cm

355 cm

Start

Figure 3: The first task in the Red Room Domain.

The state of the first task at time i was described as a tu-
ple si = (ri, pi, hi), where ri was the state of the room, pi

was the position of the robot, and hi was the position of its
hand. The state of the room at time i consists of four state
bits, indicating the state of the button (pressing the button
flipped this bit), the state of the handle (this bit was only
flipped once per episode, and only when the button bit was
set), whether or not the door was open, and whether or not
the switch had been pressed (this bit was also only flipped
once per episode since the episode ended when it was set).
The uBot could find itself at one of five positions: its start po-
sition, in front of the button, in front of the handle, through
the door, and in front of the switch. Each of these positions
was marked in the room using ARTags—a combination of
small and large tags were used to ensure that each position
was visible in the robot’s cameras from all of the relevant

# Abstraction Description
A body-button Align with the button.
B body-button Turn and approach the button.
C hand-button Push the button.
D body-handle Align with the handle.
E body-handle Turn and approach the handle.
F hand-handle Pull the handle.
G body-entrance Align with the entrance.
H body-entrance Turn and drive through the entrance.
I body-switch Approach the switch.
J hand-switch Press the switch.

Figure 7: A brief description of each of the skills extracted
from the trajectory in Figure 6, with selected abstractions.

the robot toward that feature. We do not consider the result-
ing navigation skills further since they are room-specific and
cannot be used in the second task. In the object-manipulation
case, sequences of two controllers were collapsed into a sin-
gle skill: for example, extending the hand and then reducing
the distance between its hand and the button to zero was
collapsed into a single skill which we might label push the
button. We fitted the resulting policies for replay using a sin-
gle demonstrated trajectory, and obtained reliable replay for
all manipulation skills.

Innate Controllers Acquired Skills
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Figure 8: The time required for the uBot-5 to first complete
the second task, given innate controllers or acquired skills.

Figure 8 shows the time required for the uBot’s first
episode in the second task, given either its original innate
controllers or, additionally, the manipulation skills acquired
in the first Red Room task (again, this does not include
controllers not subject to learning). We performed 8 runs
of each condition. The presence of acquired skills nearly
halved the mean time to completion (from 786.39 seconds
to 409.32 seconds), and this difference is significant (Welch
two-sample t-test, t(13.785) = 8.22, p < 0.001); moreover,
the sampled times for the two conditions do not overlap.3

3Note that one of the runs using skill acquisition is marked as

Related and Future Work
The use of hierarchical learning and control in robots pre-
dates such work in the reinforcement learning community
(Maes and Brooks 1990), and includes research on ap-
proaches to building hierarchies via scheduled learning of
individual skills (Huber, MacDonald, and Grupen 1996;
Huber 2000). However, existing research where the agents
autonomously identify skills to acquire in the process of
solving a larger task has primarily been performed in
small discrete domains. Some research within the field of
learning from demonstration focuses on extracting skills
from demonstration trajectories —for example, Jenkins and
Matarić (2004) segment demonstrated data into motion
primitives and thereby build a motion primitive library. For
a thorough review of the field see Argall et al. (2009).

A promising recent direction involves acquiring skills out-
side of the context of any particular task, by developing
agents that are intrinsically motivated to acquire skills that
may become useful in the future, as opposed to extrinsically
motivated by a particular task (Singh, Barto, and Chentanez
2005; Oudeyer and Kaplan 2007; Hart and Grupen 2011).
This area has focused mainly on the development of heuris-
tics that are able to identify potentially useful skills in ad-
vance, and the design of artificial reward functions that en-
courage the agent to explore efficiently (Singh, Barto, and
Chentanez 2005) or to choose to practice new skills (Stout
and Barto 2010). Though most of the skill acquisition meth-
ods in this area have only been demonstrated on small artifi-
cial domains, some research has focused on skill acquisition
in robots. Soni and Singh (2006) focused on learning and us-
ing macro-actions with pre-designated salient events as sub-
goals on a Sony Aibo robot. More recently, Hart and Grupen
(2011) described a humanoid robot progressing through a
developmental schedule whereby it learned to sequence and
retain a set of controllers to achieve goals designated by an
intrinsic reward mechanism.

An important assumption made here is the availability of
a pre-existing abstraction library. Future work may develop
techniques for feasibly building skill-specific abstractions
from scratch in real-time; alternatively, it may aim to build
an abstraction library from sensorimotor data over a much
longer timescale than that afforded to a single skill.

It is widely recognized that too many skills may make a
problem harder rather than easier. Therefore, another impor-
tant direction for further research is skill management, which
could develop methods for building compact libraries of ac-
quired skills, or for using the contexts in which a skill has
been previously used successfully to restrict the contexts in
which it is likely to be considered in the future.

Finally, future research may address methods for using
acquired skill hierarchies to facilitate planning. The use of
high-level skills is particularly promising here because it
may avoid the need for a low-level model of the robot.

an outlier (with a cross) in Figure 8. During this run, the robot ex-
plored virtually all transitions available in the MDP before finally
finding the solution. This corresponds to near worst-case behavior
using acquired skills; it still requires less time (by about 30 sec-
onds) than the fastest observed run using only innate controllers.

• Time to solve the problem is much shorter with the learned controllers
(right) than using designed controllers
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Applications: Learning from demonstration

• Very important in human-robot interaction, game playing systems

• Key idea: take human-generated trajectories and decompose them into
options

– Each option policy and model is assumed to rely on a small set of
state variables

– Change-point detection is used to detect option boundaries
– Once boundaries are detected, feature selection is used to decide which

features are important

• Successfully applied to robot block manipulation and to PacMan

Cf. Shim & Thomaz, 2011; Subramanian, Isbell & Thomaz, 2011
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Can we do something simple?

• Generate a lot of options, then worry about which are useful!

• More precisely, suppose we have a large set of landmarks, i.e. states in
the environment, perhaps chosen at random (Mann et al, in press)

• Suppose we have a rough planner which can get to a landmark from its
vicinity, by solving a deterministic relaxation of the MDP

• We use the landmarks to generate options, then use these in approximate
value iteration
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Illustration of random landmarks
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Figure 6: Example trajectories for policies derived from the last (K = 30) iteration of PFVI, OFVI, and
LAVI on the continuous two rooms domain. For LAVI, the landmark hyperspheres are drawn as black ovals.
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Figure 7: Two-Rooms: Comparison of planning with PFVI, OFVI, and LAVI with 100 landmarks in the
continuous two rooms domain. (a) Performance of policies derived from each iteration of PFVI, OFVI, and
LAVI. (b) Time in seconds to compute each iteration of PFVI, OFVI, and LAVI.

inventory requires making large jumps in the state-space (e.g., going from 0 inventory to maximum inventory
levels) in a single timestep.

5.3 Continuous Two Rooms Domain

We implemented a continuous-state version of the two rooms domain introduced by Şimşek and Barto
[2004]. Given the agent’s current state as a point hx, yi, the new state after executing a primitive action was
obtained by hx, yi+N (µ,�) where N (µ,�) is an instance of the normal distribution with mean µ = (�x,�y)
depending on the action (up, down, left, or right) and standard deviation � = (0.05, 0.05). If the agent was
blocked by a wall or boundary then it did not move. OFVI was given a single additional option (in addition
to the primitive actions), which transitions the agent from the doorway to the goal region. Landmarks for
LAVI and LOFVI were uniformly sampled from the state-space and di↵erent landmarks sets were sampled
for each trial.

We used Euclidean distance as a metric over the state-space and selected ⌘ = 0.05 and d+ = 15. We used
a greedy local planner that chose the action transitioning the agent closest to the landmark state, unless the
landmark and agent were in di↵erent rooms. In that case, the planner selected the action that transitioned
the closest to the doorway region. We ran all conditions for K = 30 iterations.

For the continuous Two-Rooms domain Figure 6 shows sample trajectories for the final policy derived
by PFVI, OFVI, and LAVI. Even with K = 30 iterations, PFVI was not able to derive a successful policy.
However, with additional iterations (not shown), PFVI does eventually learn a path to the goal region.
The policy derived by OFVI moves more directly toward the goal state, while the policy derived by LAVI
transitions from landmark to landmark. Although this results in a longer path to goal, LAVI is still able to
solve the task.
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Figure 6: Example trajectories for policies derived from the last (K = 30) iteration of PFVI, OFVI, and
LAVI on the continuous two rooms domain. For LAVI, the landmark hyperspheres are drawn as black ovals.

0 5 10 15 20 25 30

Iteration #
0.0

0.5

1.0

1.5

2.0

2.5

Pe
rfo

rm
an

ce

LAVI(100)
LOFVI(100)
OFVI
PFVI

PFVI
OFVI

LO
FVI(1

00
)

LA
VI(1

00
)

0

5

10

15

20

25

30

Ti
m

e
(s

)p
er

Ite
ra

tio
n

(a) (b)

Figure 7: Two-Rooms: Comparison of planning with PFVI, OFVI, and LAVI with 100 landmarks in the
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LAVI. (b) Time in seconds to compute each iteration of PFVI, OFVI, and LAVI.
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levels) in a single timestep.

5.3 Continuous Two Rooms Domain

We implemented a continuous-state version of the two rooms domain introduced by Şimşek and Barto
[2004]. Given the agent’s current state as a point hx, yi, the new state after executing a primitive action was
obtained by hx, yi+N (µ,�) where N (µ,�) is an instance of the normal distribution with mean µ = (�x,�y)
depending on the action (up, down, left, or right) and standard deviation � = (0.05, 0.05). If the agent was
blocked by a wall or boundary then it did not move. OFVI was given a single additional option (in addition
to the primitive actions), which transitions the agent from the doorway to the goal region. Landmarks for
LAVI and LOFVI were uniformly sampled from the state-space and di↵erent landmarks sets were sampled
for each trial.

We used Euclidean distance as a metric over the state-space and selected ⌘ = 0.05 and d+ = 15. We used
a greedy local planner that chose the action transitioning the agent closest to the landmark state, unless the
landmark and agent were in di↵erent rooms. In that case, the planner selected the action that transitioned
the closest to the doorway region. We ran all conditions for K = 30 iterations.

For the continuous Two-Rooms domain Figure 6 shows sample trajectories for the final policy derived
by PFVI, OFVI, and LAVI. Even with K = 30 iterations, PFVI was not able to derive a successful policy.
However, with additional iterations (not shown), PFVI does eventually learn a path to the goal region.
The policy derived by OFVI moves more directly toward the goal state, while the policy derived by LAVI
transitions from landmark to landmark. Although this results in a longer path to goal, LAVI is still able to
solve the task.
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Landmark-based approximate value iteration gets a good solution much faster!
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Pinball domain
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Figure 8: Pinball: Comparison of planning with PFVI, LOFVI, and LAVI with 196 land-
marks (+1 at the goal) arranged in a grid in the Pinball domain. (a) Performance
over policies derived from each iteration of PFVI, LOFVI, and LAVI. Shaded re-
gions represent ±1 standard deviation. (b) Time in seconds to compute each
iteration of PFVI, LOFVI, and LAVI. Results were averaged over 20 trials.
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56

• Random landmarks are very useful

• Representing the value function only at landmark states provides
significant speedup

• Consistent with theoretical analysis (in terms of concentrability
coefficients)
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Goals of our current work

• Explicitly state an optimization objective and then solve it to find a set
of options

• Handle both discrete and continuous set of state and actions

• Learning options should be continual (avoid combinatorially-flavored
computations)

• Options should provide improvement within one task (or at least not
cause slow-down...)
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Actor-critic architecture

Value
function

Environment

Policy

at+1st

Actor

rt

Gradient

Critic TD error

• Clear optimization objective: average or discounted return

• Continual learning

• Handles both discrete and continuous states and actions
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Option-critic architecture

440
441
442
443
444
445
446
447
448
449
450
451
452
453
454
455
456
457
458
459
460
461
462
463
464
465
466
467
468
469
470
471
472
473
474
475
476
477
478
479
480
481
482
483
484
485
486
487
488
489
490
491
492
493
494

495
496
497
498
499
500
501
502
503
504
505
506
507
508
509
510
511
512
513
514
515
516
517
518
519
520
521
522
523
524
525
526
527
528
529
530
531
532
533
534
535
536
537
538
539
540
541
542
543
544
545
546
547
548
549

The Option-Critic Architecture

where �QU,w(s,!, a) is the difference between the ap-
proximation and its true target. We can guarantee equal-
ity under two conditions: 1) The learning algorithm under-
lying QU,w minimizes the squared error distance and has
reached convergence 2) The gradient of the function ap-
proximator satisfies the equality:

@

@w
QU,w(s,!, a) =

@

@✓
⇡!,✓ (a | s)

1

⇡!,✓ (a | s)
(8)

This conditions simply mirror their MDP counterpart in the
original policy gradient theorem. The same conditions also
hold for the advantage function, used in the termination
gradient. This time however, we have:

@

@⇠
A⌦,⇠(s,!) =

@

@#
�!,#(s)

For more details, we invite you to consult the supplemen-
tary material.

4. Option-critic architecture
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QU , A⌦

Environment
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⇡!0
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rt
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Critic
TD error

!t

Options

Behavior policy

Figure 1: The option-critic architecture consists of a set of
options, a policy over them and a critic. Gradients can be
derived from the critic for both the intra-option policies and
termination functions. The execution model is suggested
pictorially by a switch ? over the contacts (. Switching
can only take place when a termination event is encoun-
tered.

The algorithmic implementation of theorems 1 and 2 gives
rise to the option-critic learning architecture (fig. 1), in
reference to the gradient-based actor-critic architectures
(Sutton, 1984; Peters et al., 2005; Degris et al., 2012).
Although option-critic is conceptually identical to actor-
critic, we sought to make a distinction between our holis-
tic approach to learning options and one in which intra-
option policies would be learned with regular policy gradi-
ent methods in a pseudo-reward context.

Since two types of gradients are needed to learn the options,
the critic part of the option-critic architecture consists in

Figure 2: Layout of the four-rooms domain and value func-
tion obtained by option-critic

.

QU (s,!, a) or the negative advantage function (or both).
In this work, we do not seek to use a critic for learning
the policy over options. Note that the problem of learning
a parametrized policy over options can be solved readily
using the policy gradient theorem (see section 2). Using
options has the advantage of reducing a large (potentially
continuous) set of primitive actions to a potentially much
smaller set of discrete options. In this case, the policy over
options can be found using planning methods over the op-
tions models.

5. Experiments
In order to illustrate our approach, we present some pre-
liminary experiments in the four-rooms domain (Sutton et
al., 1999). We fixed the initial state in the upper left cor-
ner and defined a terminal state in the lower right corner.
A penalty of -1 was incurred at every step and for every
action taken in the direction of a wall (resulting in a non-
elastic collision) and a terminal reward of 100 was obtained
upon taking an action leading to the goal state. Primitive
actions were defined as the one-step transitions to the next
cell in each of the four cardinal directions: north, east, west,
south. Any action could fail with probability 0.1, in which
case the agent would simply remain in the same state. The
discount factor for this MDP was set to to 0.9.

We chose to parametrize the intra-option policies using the
softmax distribution:

⇡! (a | s) =
exp✓|

!�(s,a)

P
a0 exp✓|

!�(s,a)

@

@✓
log ⇡! (a | s) = �(s, a)�

X

b

⇡! (b | s)�(s, b)

where � is a state-action basis function. In this experiment,
we used a simple a one-hot encoding of state-action pairs
as basis functions. We defined the termination through the

• Parameterize internal policies and termination conditions

• Policy over options is computed by a separate process (planning, RL, ...)
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Formulation

• The option-value function of a policy over options πΩ is given by

QπΩ
(s, ω) =

∑

a

πω(a|s)QU(s, ω, a)

where
QU(s, ω, a) = ra(s) + γ

∑

s′

Pa(s
′|s)U(ω, s′)

• The last quantity is the utility from s′ onwards, given that we arrive in
s′ using ω

U(ω, s′) = (1− βω(s′))QπΩ
(s′, ω) + βω(s′)VπΩ

(s′)

• We parameterize the internal policies by θ, as πω,θ, and the termination
conditions by ν, as βω,ν
• Note that θ and ν can be shared over the options!
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Main result: Gradient updates

• Suppose we want to optimize the expected return: E
{
QπΩ

(s, ω)
}

• The gradient wrt the internal policy parameters θ is given by:

E
{
∂ log πω,θ(a|s)

∂θ
QU(s, ω, a)

}

This has the usual interpretation: take better primitives more often inside
the option

• The gradient wrt the termination parameters ν is given by:

E
{
−∂βω,ν(s

′)

∂ν
AπΩ

(s′, ω)

}

where AπΩ
= QπΩ

− VπΩ
is the advantage function

This means that we want to lengthen options that have a large advantage
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Option-Critic with Deep Neural Netowrks

Qθ(·|s)

βθ(s, ·)
πθ(·|s, ·)

32 filters
8× 8

64 filters
4× 4

64 filters
3× 3

Last 4 frames
84× 84 pixels

Dense layer
512 units

• Atari simulator

• Parameters shared across all options

• Either DQN-style or advantage asynchronous option-critic (A2OC)

• Only number of options needs to be pre-specified
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Results: Atari
Policy over options

Termination functions

Internal policies

Shared representationConvolutional layersLast 4 frames

Figure 3: Network architecture for option-critic in the ALE
environment. The penultimate layer is shared across option
policies, termination functions and value outputs.

Therefore, the gradient for option policies takes into account
how a local change in the action choices would impact per-
formance of the entire system.

The gradient theorem for termination functions also ad-
mits a clear interpretation but involves a different critic feed-
back than for option policies. The termination gradient
makes the odds of terminating more likely if there is no
longer an advantage in maintaining an option. Conversely
if committing to an option is deemed advantageous by the
critic, its probability of terminating should be decreased so
as to lengthen that option. The expression advantageous,
loosely used up to now, is defined precisely in terms of the
advantage function (Baird 1993): the difference between the
value of a given option at a state and the expected value over
all options. Interestingly, the termination gradient theorem
for options can be seen as another instantiation of the inter-
ruption execution model (Sutton et al. 1999b) whereby the
policy over option commits to an option unless a better one
can be taken.

Deep Options
In addition to options, a state abstraction can also be learned
end-to-end under the option-critic architecture. Having
the Arcade Learning Environment (ALE) (Bellemare et al.
2013) in mind, we designed a parameterization around the
deep network architecture of the DQN algorithm (Mnih et
al. 2015). The observations fed to the agent being pixel-
based, the first few layers of the network (fig. 3) apply con-
volutions to a concatenation of the last four frames. In the
penultimate layer, the high level visual features extracted be-
low are combined in a shared representation across all op-
tions, termination functions and values outputs.

While we could have chosen to also parameterized the
policy over options, we decided to use instead an epsilon-
greedy (Sutton and Barto 1998) policy over options derived
from the value outputs. Therefore the stream of computation
going from input to value output and epsilon-greedy policy
mirrors the same design as DQN . However, the second path
of computation ending in the option policies and termination
functions necessitates randomization per the gradient theo-
rems for options. Because the action space is discrete, we
chose the softmax (Sutton et al. 1999a) for the options poli-
cies and sigmoid functions for the termination functions.

Different kinds of parameters updates are also necessary
in each of the two stream. For the value updates and control
over options, we used the idea of a target network of DQN

(a) Asterix (b) Ms. Pacman

Option-Critic
DQN

Option-Critic
DQN

A
vg

.S
co

re
Epoch Epoch

50 100 150 2000 50 100 150 2000
0

2000

4000

6000

8000

10000

500

1000

1500

2000

2500

(c) Seaquest (d) Zaxxon

Option-Critic
DQN

Option-Critic
DQN

Epoch Epoch
50 100 150 2000 50 100 150 2000

0

2000

4000

6000

8000

10000

0

2000

4000

6000

8000

Figure 4: Option-critic can learn options (8 in this case)
within a single task in the Arcade Learning Environment.

but in combination with the intra-option Q-learning algo-
rithm (Sutton et al. 1999b) By freezing the network for a
fixed interval, the target for the values update becomes more
stationary learning becomes more stable. Both kinds of up-
dates would be computed at every step with samples com-
ing from an experience replay buffer (Lin 1992) for learning
values but using only fresh online samples for the options
updates. The reason for not using replayed samples with op-
tions gradients (or policy gradients in general) was to ensure
that our gradient estimates would truly come the distribution
of interest : the stationary distribution of the online process.

From Zero to Options : Results in ALE
Could we learn from scratch a set of options and their state
abstraction within a single task ? We set out to answer this
question in four representative tasks of the ALE domain :
Asterix, Ms. Pacman, Seaquest in Zaxxon. Even for simple
grid environments, discovering options in complete auton-
omy had either required excessively large amounts of data
and computation or some form of prior experience in related
tasks. Hence, learning options in ALE without any prespec-
ification other than the goal of maximizing the discounted
return would be a formidable challenge.

Despite the complexity of this endeavour, the combina-
tion of option-critic and our deep architecture outperformed
the best reported DQN performance (fig. 4) for the same to-
tal number of frames in the games Asterix, Ms. Pacman and
Seaquest. It is important to remember that all learning took
place entirely within the same task at a rate and computa-
tional cost comparable to DQN. Beside the options param-
eterization the only parameter that we had to provide to our
system was the number of desired options.

With the end-to-end approach behind the option-critic ar-
chitecture, the question “what options were discovered ?”
can be answered in general by : any kind of options that

• Performance matching or better than DQN learning within a single task

• Out of 8 games tested, option-critic does better that published results in
7, with A3C version superior to DQN - mainly due to exploration
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Results: Transfer in Rooms Domain
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Results: Learned options are intuitive

• In rooms environment, terminations are more likely near hallways
(although there are no pseudo-rewards provided)

Figure 3: Termination probabilities for the option-critic
agent learning with 4 options. The darkest color represents
the walls in the environment while lighter colors encode
higher termination probabilities.

In the two temporally extended settings, with 4 options
and 8 options, termination events are more likely to occur
near the doorways (Figure 3), agreeing with the intuition
that they would be good subgoals. As opposed to (Sutton,
Precup, and Singh 1999), we did not encode this knowledge
ourselves but simply let the agents find options that would
maximize the expected discounted return.

Pinball Domain

Figure 4: Pinball: Sample trajectory of the solution found
after 250 episodes of training using 4 options All options
(color-coded) are used by the policy over options in success-
ful trajectories. The initial state is in the top left corner and
the goal is in the bottom right one (red circle).

In the Pinball domain (Konidaris and Barto 2009), a ball
must be guided through a maze of arbitrarily shaped poly-
gons to a designated target location. The state space is con-
tinuous over the position and velocity of the ball in the x-
y plane. At every step, the agent must choose among five
discrete primitive actions: move the ball faster or slower, in
the vertical or horizontal direction, or take the null action.
Collisions with obstacles are elastic and can be used to the
advantage of the agent. In this domain, a drag coefficient of
0.995 effectively stops ball movements after a finite num-
ber of steps when the null action is chosen repeatedly. Each
thrust action incurs a penalty of �5 while taking no action
costs�1. The episode terminates with +10000 reward when
the agent reaches the target. We interrupted any episode tak-
ing more than 10000 steps and set the discount factor to 0.99.

We used intra-option Q-learning in the critic with linear
function approximation over Fourier bases (Konidaris et al.

2011) of order 3. We experimented with 2, 3 or 4 options.
We used Boltzmann policies for the intra-option policies and
linear-sigmoid functions for the termination functions. The
learning rates were set to 0.01 for the critic and 0.001 for
both the intra and termination gradients. We used an epsilon-
greedy policy over options with ✏ = 0.01.
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Figure 5: Learning curves in the Pinball domain.

In (Konidaris and Barto 2009), an option can only be
used and updated after a gestation period of 10 episodes. As
learning is fully integrated in option-critic, by 40 episodes a
near optimal set of options had already been learned in all
settings. From a qualitative point of view, the options ex-
hibit temporal extension and specialization (fig. 4). We also
observed that across many successful trajectories the red op-
tion would consistently be used in the vicinity of the goal.

Arcade Learning Environment
We applied the option-critic architecture in the Arcade
Learning Environment (ALE) (Bellemare et al. 2013) using
a deep neural network to approximate the critic and repre-
sent the intra-option policies and termination functions. We
used the same configuration as (Mnih et al. 2013) for the
first 3 convolutional layers of the network. We used 32 con-
volutional filters of size 8⇥8 and stride of 4 in the first layer,
64 filters of size 4 ⇥ 4 with a stride of 2 in the second and
64 3 ⇥ 3 filters with a stride of 1 in the third layer. We then
fed the output of the third layer into a dense shared layer of
512 neurons, as depicted in Figure 6. We fixed the learning
rate for the intra-option policies and termination gradient to
0.00025 and used RMSProp for the critic.

⇡⌦(·|s)

{�!(s)}
{⇡!(·|s)}

Figure 6: Deep neural network architecture. A concatenation
of the last 4 images is fed through the convolutional layers,
producing a dense representation shared across intra-option
policies, termination functions and policy over options.

We represented the intra-option policies as linear-softmax

• In Seaquest, separate options are learned to go up and down
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Figure 8: Learning curves in the Arcade Learning Environment. The same set of parameters was used across all four games: 8
options, 0.01 termination regularization, 0.01 entropy regularization, and a baseline for the intra-option policy gradients.
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Time

Figure 9: Up/down specialization in the solution found by option-critic when learning with 2 options in Seaquest. The top bar
shows a trajectory in the game, with “white” representing a segment during which option 1 was active and “black” for option 2.

use the DQN framework to implement a gradient-based op-
tion learner, which uses intrinsic rewards to learn the internal
policies of options, and extrinsic rewards to learn the pol-
icy over options. As opposed to our framework, descriptions
of the subgoals are given as inputs to the option learners.
Option-critic is conceptually general and does not require
intrinsic motivation for learning the options.

Discussion
We developed a general gradient-based approach for learn-
ing simultaneously the intra-option policies and termination
functions, as well as the policy over options, in order to opti-
mize a performance objective for the task at hand. Our ALE
experiments demonstrate successful end-to-end learning of
options in the presence of nonlinear function approxima-
tion. As noted, our approach only requires specifying the
number of options. However, if one wanted to use additional
pseudo-rewards, the option-critic framework would easily
accommodate it. In this case, the internal policies and ter-
mination function gradients would simply need to be taken
with respect to the pseudo-rewards instead of the task re-
ward. A simple instance of this idea, which we used in some
of the experiments, is to use additional rewards to encour-
age options that are indeed temporally extended by adding
a penalty whenever a switching event occurs. Our approach
can work seamlessly with any other heuristic for biasing the
set of options towards some desirable property (e.g. compo-
sitionality or sparsity), as long as it can be expressed as an
additive reward structure. However, as seen in the results,
such biasing is not necessary to produce good results.

The option-critic architecture relies on the policy gradient

theorem, and as discussed in (Thomas 2014), the gradient
estimators can be biased in the discounted case. By intro-
ducing factors of the form �t

Qt
i=1(1 � �i) in our updates

(Thomas 2014, eq (3)), it would be possible to obtain un-
biased estimates. However, we do not recommend this ap-
proach since the sample complexity of the unbiased esti-
mators is generally too high and the biased estimators per-
formed well in our experiments.

Perhaps the biggest remaining limitation of our work is
the assumption that all options apply everywhere. In the case
of function approximation, a natural extension to initiation
sets is to use a classifier over features, or some other form of
function approximation. As a result, determining which op-
tions are allowed may have similar cost to evaluating a pol-
icy over options (unlike in the tabular setting, where options
with sparse initiation sets lead to faster decisions). This is
akin to eligibility traces, which are more expensive than us-
ing no trace in the tabular case, but have the same complex-
ity with function approximation. If initiation sets are to be
learned, the main constraint that needs to be added is that the
options and the policy over them lead to an ergodic chain in
the augmented state-option space. This can be expressed as
a flow condition that links initiation sets with terminations.
The precise description of this condition, as well as sparsity
regularization for initiation sets, is left for future work.
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Regularization

• Entropy-based regularization is useful to encourage diversity in the options

• Length collapse: options “dissolve” into primitive action over time

• Assumption: executing a policy is cheap, deciding what to do is expensive

– Many choices may need to be evaluated (branching factor over actions)
– In planning, many next states may need to be considered (branching

factor over states)
– Evaluating the function approximator might be expensive (e.g. if it is

a deep net)

• Deliberation is also expensive in animals:

– Energy consumption (to engage higher-level brain function)
– Missed opportunity cost: thinking too long means action is delayed
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Deliberation/Switching Cost

Bacon, Harb & Precup

Time

Base MDP + Options

Deliberation Costs

Figure 1: The switching cost is incurred upon entering SMDP decision points, represented
by open circles. The average decision cost per primitive step (filled circle) is represented by
the intensity of the subtrajectory.

Furthermore, if c✓(s
0, o) = ��✓(s

0, o) – which we call a switching cost function – we have :

Qc
✓(s, o) =

X

a

⇡ (a | s, o)
 

r(s, a) + �
X

s0
P
�
s0
�� s, a

� ⇥
Q✓(s

0, o)� �✓(s
0, o)

�
Ac

✓(s
0, o) + ⌘

�⇤
!

,

(19)

where Ac
✓(s

0, o)=̇Qc
✓(s

0, o)�V c
✓ (s0). The introduction of the switching cost to the base MDP

reward therefore leads to a di↵erent form for the intra-option Bellman equations (5) where
a scalar ⌘ is now added to the advantage function. This suggests that the e↵ect of using a
switching cost ⌘ is to set a baseline on how good an option is believed to be compared to v✓.
By increasing ⌘, we e↵ectively express that persisting with an option might be preferable
to reconsidering the current course of actions immediately. This preference for committing
to the same option might be motivated by computational or metabolic limitations (Simon,
1957), or by the inherent approximation error (due to finite predictive capacity) or to the
uncertainty in the value estimates.

5.3 Di↵erent Horizons for Cost and Reward

The generality of the regularized objective (18) allows a decoupling of the internal horizon
on the expected discounted cost with the discount factor of the external environment. In
this case, the unconstrained objective becomes:

J�,⌧
↵ (✓)=̇

X

s,o

↵(s, o)
�
Q�

✓ (s, o)�D⌧
✓ (s, o)

�
. (20)

where D⌧
✓ is the expected ⌧ -discounted cost and Q�

✓ the expected discount sum of rewards
in the base MDP. The intra-option Bellan equations over the switching cost being:

D⌧
✓ (s, o) =

X

a

⇡ (a | s, o)
X

s0
P
�
s0
�� s, a

� �
c✓(s

0, o) + ⌧Q✓(s
0, o)� ⌧�✓(s

0, o)A✓(s
0, o)
�
,

setting ⌧ = 0 with c✓(s
0, o) = ��✓(s

0, o) leads to :

D⌧=0
✓ (s, o) =

X

a

⇡ (a | s, o)
X

s0
P
�
s0
�� s, a

�
c✓(s, o, s

0) .

16

• Let c(s, ω) < 0 be the immediate cost of switching to ω in s
• New value function expresses total deliberation cost:

Qc(s, ω) = c(s, ω) +
∑
s′
P (s

′|s, ω)
∑
ω′
µ(ω

′|s′)Qc(s
′
, ω
′
)

• New objective: maximize reward with reasonable effort

max
Ω

E [QΩ(s, ω) + τQc(s, ω)]

τ ≥ 0 controls the trade-off between value and computation effort

• Can be shown equivalent to requiring that advantage exceeds a threshold
before switching
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Effect of Deliberation Cost Regularization

Training curves Log termination rate
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Example: Amidar

(a) Without a deliberation cost, options ter-
minate instantly and are used in any scenario
without specialization.

(b) Options are used for extended periods
and in specific scenarios through a trajectory,
when using a deliberation cost.

(c) Termination is sparse when using the
deliberation cost. The agent terminates op-
tions at intersections requiring high level de-
cisions.

Figure 2: We show the effects of using deliberation costs on both the option termination and policies. In figures (a) and (b),
every color in the agent trajectory represents a different option being executed. This environment is the game Amidar, of the
Atari 2600 suite.

of deliberation cost with previous notions of regularization
from (Mann et al. 2014) and (Bacon et al. 2017).

The deliberation cost goes beyond only the idea of pe-
nalizing for lengthy computation. It can also be used to in-
corporate other forms of bounds intrinsic to an agent in its
environment. One interesting direction for future work is to
also think of deliberation cost in terms of missed opportunity
and opening the way for an implicit form of regularization
when interacting asynchronously with an environment. An-
other interesting form of limitation inherent to reinforcement
learning agents has to do with their representational capaci-
ties when estimating action values. Preliminary work seems
to indicate that the error decomposition for the action values
could be also be expressed in the form of a deliberation cost.
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• Deliberation costs prevent options from becoming too short

• Terminations are intuitive
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Relationship to other ideas

• Human problem solving: Solway et al (2014) proposed a Bayesian model
selection framework to explain subgoal learning by humans trying to
navigate an unknown map

• Humans found subgoals “around” bottleneck states

• Inspection of their criterion (Bayesian fit to the data) shows strong
similarity with using a cost equal to the branching factor between
options, plus the branching factor within the active option

• Deliberation costs can also explain the value of options for exploration

– Travelling quickly around the environment means values will become
accurate more quickly

– The best action becomes clear earlier, which would make it easier to
choose
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Feudal Networks

• Fully hierarchical model with a manager and a worker (Dayan & Hinton,
1992)

• Manager provides goals to the worker (which determine the worker’s
reward)

• Manager is rewarded by the environment

• Vezhnevets et al, 2016, 2017: specific implementation using cosine
distance to measure goal achievement, separate fixed time scale for
manager and worker, state-of-art results on some tasks
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Temporally abstract knowledge representation:
Generalized Value Functions (GVFs)

• Given a cumulant function c, state-dependent continuation function γ
and policy π, the Generalized Value Function vπ,γ,c is defined as:

vπ,γ,c(s) = E

[ ∞∑

k=t

Ck+1

k∏

i=t+1

γ(Si)|St = s,At:∞ ∼ π
]

• Cumulant c is a function that can depend on the St, or (St, At) or
(St, At, St+1) and can output a vector (even a matrix)

Eg Ck+1 = c(Sk, Ak, Sk+1)

• Continuation function γ maps states to [0,1]

• Cf. Horde architecture (Sutton et al, 2011); Adam White’s thesis;
inspiration from Pandemonium architecture
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Option models are GVFs!

• Option reward model is defined as:

rω(s) =
∑

a

πω(a|s)[ra(s) +
∑

s′

γ(1− βω(s′))rω(s′)]

• This means the option reward model is a GVF, vω,r: cumulant is the
environment reward r, policy is πω,. continuation function is γ(1− βω)

• Note that we could use γ = 1 for the overall task and these GVFs would
still be well defined

• Option transition model can similarly be shown to be a GVF with a
vector-valued cumulant
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GVFs generalize many other temporal abstraction
quantities!

• Universal Value Function Approximators (UVFAs)

• Option value functions

• Feudal Networks

• Successor features

• ....

• Focus of GVFs is NOT execution but modelling

• GVFs help us identify the tradeoffs of different HRL models
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Summary

• Temporal abstraction helps scale up RL algorithms by reducing the
branching factor and the number of decisions, and improving temporal
credit assignment

• As a result the speed of learning and planning can increase considerably

• Temporal abstraction is not just about execution/policies but also about
modelling

• Options and models may not need to be very carefully crafted

• Options and models can be learned end-to-end from data
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Research frontier

• What should option sets be optimizing?

• Move away from thinking about execution to thinking about planning

• Decrease variance induced by off-policy learning

• Improve sensitivity to time scales

• Much more practical experience with temporal abstraction!
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