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• Variational inference has enabled the use of deep generative models for
learning complex representations.

• The bottleneck is specifying a rich family of approximating distributions.

• How we can build expressive variational families in a black box
framework, which adapt to the model complexity at hand?



Background

Given

• Data set x.

• Joint probability model p(x, z), with latent variables z1, . . . , zd .

Goal

• Infer posterior p(z | x).



Background

Variational inference

• Posit a family of distributions {q(z;�) : � 2 ⇤}.

• Minimize KL(q k p), which is equivalent to maximizing the elbo

L = Eq(z;�)[log p(x | z)]� KL(q(z;�)kp(z)).

• Commonly use a mean-field distribution q(z;�) =
Qd
i=1 q(zi;�i).
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Variational models

Hierarchical variational models: prior q(�; ✓), likelihood
Q
i q(zi | �i).

q(z; ✓) =
Z hY

i

q(zi | �i)
i
q(�; ✓) d�

• Hierarchical variational models unify other expressive approximations
(e.g., mixture, structured, MCMC).

• Their expressiveness is determined by the complexity of the prior q(�).

[ICML: Ranganath, Tran, Blei, 2016]



Prior: Gaussian processes

Consider m source-target pairs {(sn, tn)}mn=1, with {sn 2 Rd , tn 2 Rd}.

We aim to learn a function f : Rd ! Rd over all source-target pairs,

tn = f (sn), p(f ) =
dY

i=1

GP(fi; 0,K).

Each fi : Rd ! R. Given data, p(f | {(s, t)}) forms a distribution over
mappings which interpolate between input-output pairs.

(fig. by Ryan Adams)



Variational Gaussian process

The density of the vgp is

q
vgp

(z; ✓) =
ZZ "

dY

i=1

q(zi | fi(⇠))
#

| {z }
likelihood

"
dY

i=1

GP(fi; 0,K) | ✓
#
N (⇠; 0, I)

| {z }
prior

df d⇠.

• The vgp forms an ensemble of mean-field distributions—“weights” are
given by a Bayesian nonparametric prior.

• Evaluating GP draws at the same input ⇠ induces correlation between
their outputs, the mean-field parameters.

• The variational data ✓ = {(s, t)} anchors the GP draws at certain
input-output pairs.



Variational Gaussian process

Generative process:

• Draw latent input ⇠ 2 Rd : ⇠ ⇠ N (0, I).

• Draw non-linear mapping f : Rd ! Rd conditioned on ✓:
f ⇠

Qd
i=1 GP(0,K) | ✓.

• Draw approximate posterior samples z 2 supp(p):
z = (z1, . . . , zd) ⇠

Qd
i=1 q(z | fi(⇠)).



Variational Gaussian process

Universal Approximation Theorem. Let p(z | x) be a posterior distribution with
a finite number of latent variables and continuous quantile function. There exists
a sequence of parameters ✓m such that

lim
m!1

KL(q(z; ✓m) k p(z | x)) = 0.

The vgp’s complexity grows efficiently and towards any distribution, adapting
to the generative model’s complexity at hand.



Black box inference

The elbo is analytically intractable due to the density q
vgp

(z).

We present a new variational lower bound:

eL = Eq
vgp

[log p(x | z)]

� Eq
vgp

h
KL

⇣
q(z | f (⇠))

���p(z)
⌘
+ KL

⇣
q(⇠, f )

���r(⇠, f | z)
⌘i

,

where r is an auxiliary distribution.

Auto-encoder interpretation. Maximize the expected negative reconstruction
error, regularized by expected divergences. It is a nested vae bound.



Experiments: Bayesian neural network

(orig. code by David Duvenaud)



Experiments: Binarized MNIST

Model � log p(x) 

EoNADE-5 2hl (128 orderings) [Raiko et al., 2015] 84.68
DBN 2hl [Murray + Salakhutdinov, 2009] 84.55
DARN 1hl [Gregor et al., 2014] 84.13

DLGM 1hl + HVI (8 leapfrog steps) [Salimans et al., 2015] 85.51 88.30
DLGM 1hl + VAE [Burda et al., 2015] 86.76
DLGM 1hl + NF (k = 80) [Rezende + Mohamed, 2015] 85.10
DLGM 1hl + vgp 84.79

DLGM 2hl + IWAE (k = 50) [Burda et al., 2015] 82.90
DLGM 2hl + vgp 81.32

Convolutional VAE + HVI [Salimans et al., 2015] 81.94 83.49
DRAW [Gregor et al. 2015] 80.97
DRAW + vgp 79.88

We also find richer latent representations than the VAE or IWAE.



Summary

• Introduced the framework of variational models [see ICML, 2016].

• Developed the variational Gaussian process, a universal approximator.

• Derived scalable black box inference for it.



Code is available!

Edward: A library for deep generative modeling and inference

github.com/blei-lab/edward

github.com/blei-lab/edward

