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1. basic background  

2. main result: in some cases, model-free learning + replay is 
equivalent to model-based learning  

3. deeper look at the replay version that enables our main 
result



two common RL approaches

model-free / direct learning:

experience  

model-based / indirect learning:

value function  

experience  transition model value function  

• computationally cheap
• data inefficient

• computationally expensive
• data efficient



Experience Replay

observed experience samples are stored and re-used at a 
later time for value function updates
model-based characteristics: high computational cost and 
data efficient

different varieties, depending on:
total number of samples stored
how many samples are re-used er time step
the way samples are drawn from the stored set of samples 
(e.g., randomly, from latest to oldest, …)
the updates performed with drawn samples



Our main result

We prove this by showing equivalence between:
streamlined version of linear Dyna
linear TD(0) + replay

Some model-free methods, when combined with a particular 
form of replay, compute exactly the same sequence of 
value-functions as some model-based methods (on any domain).



Streamlining Linear Dyna

natural then to consider extending Dyna for use with linear
function approximation, as we do in this paper.

There has been little previous work addressing planning
with linear function approximation in an online setting.
Paduraru (2007) treated this case, focusing mainly on sam-
pling stochastic models of a cascading linear form, but
also briefly discussing deterministic linear models. Degris,
Sigaud and Wuillemin (2006) developed a version of Dyna
based on approximations in the form of dynamic Bayes net-
works and decision trees. Their system, SPITI, included
online learning and planning based on an incremental ver-
sion of structured value iteration (Boutilier, Dearden &
Goldszmidt 2000). Singh (1992) developed a version of
Dyna for variable resolution but still tabular models. Others
have proposed linear least-squares methods for policy eval-
uation that are efficient in the amount of data used (Bradtke
& Barto 1996; Boyan 1999, 2002; Geramifard, Bowling &
Sutton 2006). These methods can be interpreted as form-
ing and then planning with a linear model of the world’s
dynamics, but so far their extensions to the control case
have not been well suited to online use (Lagoudakis &
Parr 2003; Peters, Vijayakumar & Schaal 2005; Bowling,
Geramifard, & Wingate 2008), whereas our linear Dyna
methods are naturally adapted to this case. We discuss
more specifically the relationship of our work to LSTD
methods in a later section. Finally, Atkeson (1993) and oth-
ers have explored linear, learned models with off-line plan-
ning methods suited to low-dimensional continuous sys-
tems.

2 Notation

We use the standard framework for reinforcement learn-
ing with linear function approximation (Sutton & Barto
1998), in which experience consists of the time indexed
stream s0, a0, r1, s1, a1, r2, s2, . . ., where st 2 S is a state,
at 2 A is an action, and rt 2 R is a reward. The ac-
tions are selected by a learning agent, and the states and re-
wards are selected by a stationary environment. The agent
does not have access to the states directly but only through
a corresponding feature vector �t 2 Rn

= �(st). The
agent selects actions according to a policy, ⇡ : Rn ⇥A !
[0, 1] such that

P
a2A ⇡(�, a) = 1, 8�. An important step

towards finding a good policy is to estimate the value func-
tion for a given policy (policy evaluation). The value func-
tion is approximated as a linear function with parameter
vector ✓ 2 Rn:

✓>�(s) ⇡ V ⇡
(s) = E⇡

( 1X

t=1

�t�1rt | s0 = s

)
,

where � 2 [0, 1). In this paper we consider policies that are
greedy or ✏-greedy with respect to the approximate state-
value function.

Algorithm 1 : Linear Dyna for policy evaluation, with ran-
dom sampling and gradient-descent model learning

Obtain initial �, ✓, F, b
For each time step:

Take action a according to the policy. Receive r, �0

✓  ✓ + ↵[r + �✓>�0 � ✓>�]�
F  F + ↵(�0 � F�)�>

b b + ↵(r � b>�)�
temp �0

Repeat p times (planning):
Generate a sample � from some distribution µ
�0  F�
r  b>�
✓  ✓ + ↵[r + �✓>�0 � ✓>�]�

� temp

3 Theory for policy evaluation

The natural place to begin a study of Dyna-style planning
is with the policy evaluation problem of estimating a state-
value function from a linear model of the world. The model
consists of a forward transition matrix F 2 Rn ⇥ Rn (in-
corporating both environment and policy) and an expected
reward vector b 2 Rn, constructed such that F� and b>�
can be used as estimates of the feature vector and reward
that follow �. A Dyna algorithm for policy evaluation goes
through a sequence of planning steps, on each of which a
starting feature vector � is generated according to a proba-
bility distribution µ, and then a next feature vector �0 = F�
and next reward r = b>� are generated from the model.
Given this imaginary experience, a conventional model-
free update is performed, for example, according to the lin-
ear TD(0) algorithm (Sutton 1988):

✓  ✓ + ↵(r + �✓>�0 � ✓>�)�, (1)

or according to the residual gradient algorithm (Baird
1995):

✓  ✓ + ↵(r + �✓>�0 � ✓>�)(�� ��0), (2)

where ↵ > 0 is a step-size parameter. A complete al-
gorithm using TD(0), including learning of the model, is
given in Algorithm 1.

3.1 Convergence and fixed point

There are two salient theoretical questions about the Dyna
planning iterations (1) and (2): Under what conditions on
µ and F do they converge? and What do they converge
to? Both of these questions turn out to have interesting an-
swers. First, note that the convergence of (1) is in question
in part because it is known that linear TD(0) may diverge
if the distribution of starting states during training does not
match the distribution created by the normal dynamics of

Linear Dyna for policy evaluation (Sutton et al. 2008)
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A Deeper Look at Planning as Learning from Replay

Algorithm 2 Planning with the linear Dyna model
INPUT: ↵, k,✓init

✓  ✓init // vector of size n

b ✓init // vector of size n

F  0 // n⇥ n matrix

obtain initial �
Loop:

obtain next feature vector �0, � and reward R

F  F + ↵

⇥
��0 � F�

⇤
�>

b b+ ↵(R� b>�)�
Repeat k times:

✓  b + F

>✓
� �0

4. General Planning by Replay
In this section, we generalize the replay algorithm intro-
duced in the previous section. In particular, we extend it to
arbitrary update targets. We also extend it to retain previ-
ous estimates to various degrees. This enables it to mimic
a whole spectrum of methods ranging from the simplest
model-free method, TD(0), to full model-based methods.

4.1. Generalized Algorithm

Algorithm 3 shows pseudo-code of a general method based
on planning by replay. It contains three sub-methods:
replay, compute targets and update weights.

The replay method takes as input a list of update targets and
a list of feature vectors, and computes a weight vector by
sequentially performing updates, starting from the initial
weight vector. Algorithm 4 shows an implementation for
use with linear function approximation.

The compute targets method computes a list of update tar-
gets. As input it uses a list of hreward, discount factor,
feature vectori tuples and a list of weight vectors. Each
weight vector corresponds with exactly one sample. Algo-
rithm 5 shows an example implementation that computes
1-step returns. However, any type of update target is possi-
ble. In the next section, we discuss the case where interim
�-returns are computed.

The update weights method updates the weight vectors
used to construct the update targets. At time t, the agent
has visited t states whose value can be used in an update
target. The list W assigns to each of these visited states a
weight vector that will be used to determine its value. The
update weights method sets the weight vectors in W cor-
responding to the m most recent states equal to the current
weight vector.

The value of m determines whether the learning function
of Algorithm 3 behaves like that of a model-free or model-

based method — or something in between. More specifi-
cally, for m = 1 and k = 1 (and compute targets as in Al-
gorithm 5), the learning function of Algorithm 3 is equal to
that of TD(0). On the other hand, for m =1, the learning
function is equal to that of Algorithm 2 (and of Algorithm
1). Using a value for m in between these two extremes will
result in learning functions with behaviour in between that
of TD(0) and a one-step model. Other weight update strate-
gies are also possible, but updating the weights for the most
recent states makes sense, because, due to the steps-size,
the values of older states have less impact on the current
weight vector.

Algorithm 3 General Planning by Replay
INPUT: ✓init,↵, k,m // k 2 N+

, m 2 N+

✓  ✓init

�,Y,W, ; // �,Y and W are lists

obtain initial �
Loop:

obtain next feature vector �0, � and reward R

add � to �; add hR, �,�0i to Y; add ✓ to W

Repeat k times:
W  update weights(W,✓,m)
U  compute targets(Y,W )
✓  replay(�,U ,↵,✓init)

� �0

Algorithm 4 replay (invoked at time t)
INPUT: �,U ,↵,✓init

OUTPUT: ✓
// � = h�1, . . . ,�ti : list of feature vectors

// U = hU1, . . . , Uti : list of update targets

✓  ✓init

For i = 1 : t
✓  ✓ + ↵(Ui � ✓>�i)�i

Algorithm 5 compute targets (invoked at time t)
INPUT: Y,W
OUTPUT: U
// Y = hhR1, �1,�

0
1i, . . . , hRt, �t,�

0
tii

// W = hw1, . . . ,wti: list of weight vectors

// U = hU1, . . . , Uti: list of update targets

For i = 1 : t
Ui  Ri + �iw>

i �
0
i,

4.2. The Interim �-return

The general advantage of replay is that the update target
of a visited state can be recomputed using new information
that was not available just after the state was visited. So



Learning from Replay

Stores last N samples 
(transitions)
On each step, sweeps 
through stored samples in 
reverse order
For each sample, does a  
Q-learning update

Classic Replay (Lin 1992) New “Forward” Replay
Stores all samples 
(transitions)
On each step, sweeps through 
stored samples in forward 
order, starting from reset 𝜃
For each sample, does a  
modified TD(0) update that 
uses the latest 𝜃 in the update 
target (cf. fitted-Q)

✓target  ✓
✓  ✓init
For k = 1, . . . , t� 1:

✓  ✓ + ↵
⇥
rk+1 + �✓>

target�k+1 � ✓>�k

⇤
�k

forward replay sweep:



Forward Replay

In contrast to classic replay, forward replay can be combined 
with eligibility traces in a meaningful way, because the order 
of the samples remains intact. 



Eligibility traces define a family of update targets, ranging 
from one-step update targets, such as the TD(0) update target, 
to multi-step update targets, such as the Monte Carlo update 
target
The parameter                  controls the degree of  
‘multi-step-ness’:
λ = 0  : one-step update target
λ = 1  : Monte-Carlo update target (maximum multi-step)

Eligibility Traces

� 2 [0, 1]



Why λ matters

Convergence result for TD(λ) with linear function 
approximation  (Peter Dayan ’92):

For λ = 1, fixed point solution is equal to the LMS 
solution
For λ < 1, TD(λ) converges to a worse solution.



New multi-step method

TD(0) with forward replay

TD(λ) with forward replay

rewrite updates in 
terms of matrices

(streamlined)
linear Dyna

multi-step 
linear Dyna

We call the new method:  forgetful LSTD(λ)



bi+1 = bi + ↵
⇥

Ri+1 � b>i �i

⇤

�i

Fi+1 = Fi + ↵
⇥

�i+1�i+1 � Fi�i

⇤

�>
i ,

which are the model updates of Algorithm 2.

4 Forgetful LSTD(�)

In this section, we introduce a new method that combines a multi-step model, similar to the one of LSTD(�), with graceful
forgetting, as occurs in linear Dyna.

4.1 Derivation (outline)

Applying the replay strategy displayed in Algorithm 1 to the true online TD(�) algorithm (van Seijen & Sutton, 2014),
and rewriting the updates in terms of vectors and matrices, just like we did in the proof of Theorem 1, results in the
following updates:

bi+1 =
�

I � ↵�i�
>
i

�

bi + ↵ei+1Ri+1 (5)

F>
i+1 =

�

I � ↵�i�
>
i

�

F>
i + ↵ei+1[�i+1�i+1 � �i]

> + ↵�i�
>
i , (6)

with b0 = ✓0 and F>
0 = 0, and

ei+1 =
�

I � ↵�i�
>
i

�

�i�ei + �i ,

with e0 = 0. Note that for � = 0, ei+1 = �i and equations (5) and (6) reduce to equations (3) and (4).

Using equations (5) and (6), we could generalize Algorithm 2 such that it uses a multi-step model instead of a one-step
model. Instead, we rewrite the equations, using Ai := (I � F>

i )/↵ and di := bi/↵ (for all i), as:

di+1 =
�

I � ↵�i�
>
i

�

di + ei+1Ri+1

Ai+1 =
�

I � ↵�i�
>
i

�

Ai + ei+1 [�i � �i+1�i+1]
> ,

with d0 = ✓init/↵ and A0 = I/↵. Finally, rewriting Equation (2) in terms of Ai and di yields:
✓(i) = ✓target + ↵(di �Ai✓target) .

The pseudocode implementing these updates is shown in Algorithm 3. We added two generalizations: we allow the
matrix A and vector d to be initialized randomly, and we allow the step-size used in the update of the model to be
different than the step-size used in the planning updates. The former, we indicate by �; the latter by ↵. The reason for
making this distinction is that ↵ and � influence the computed value functions in very different ways. The parameter
� is a forgetting parameter that determines how easily old information is overwritten by new information. It directly
influences the model and hence the fixed point. On the other hand, ↵ is a parameter that influences the iterative process
for finding this fixed point. Its value determines if, and how quickly, this process converges.

We call this method forgetful LSTD(�) for obvious reasons: when the forgetting parameter � is set equal to 0, and
Ainit = 0 and dinit = 0, the model At, dt reduces to the model learned by LSTD(�) (Boyan, 2002). Note that LSTD(�)
traditionally solves the model using the inverse of At, whereas Algorithm 3 uses an iterative process. While in principle
these techniques can be interchanged, an iterative process offers more flexibility and control over computation time,
which is important in an online setting.

Algorithm 3: Forgetful LSTD(�)

INPUT: ↵,�,�,K,✓init,dinit, Ainit

✓  ✓init, d dinit, A Ainit

obtain initial �
e 0
Loop:

obtain next feature vector �0,� and reward R
e (I � ���>)e+ �
A (I � ���>)A+ e(�� ��0)>

d (I � ���>)d+ eR
e ��e
Repeat K times:

✓  ✓ + ↵(d�A✓)
� �0
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Figure 1: Multi-step versus one-step model.
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Forgetful LSTD(λ)



Going to Control

TD(λ)

forgetful LSTD(λ)

• action values are estimated instead of state values
• action values implicitly define the policy used for contol

Sarsa(λ)

LS-Sarsa(λ)

LS-Sarsa(λ):  on-policy, multi-step model-based control method



Experiment: Mountain Car task

• underpowered cart has to move up a hill
• actions: {left, right, do nothing}
• state-space:  (position, velocity)
• representation:  

3 tilings consisting of 3x3 tiles



performance LS-Sarsa(λ) on mountain car
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λ = 0

λ = 0.95

steps per
episode

    episodes    



Take-Home Messages

1. In some cases, model-free learning + forward replay is 
equivalent to model-based learning.  

2. Forward replay is a new form of experience replay that 
can be combined with multi-step update targets.  

3. Multi-step update targets are important because they can 
result in more stable behaviour.



Thanks!


