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1. QUASARS
Cosmic lighthouses



Quasars

Quasars are massive, incredibly
bright, very distant objects.
Quasars are incredibly distant
(hundreds of millions+ light
years away) and therefore quite
old.
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What do quasars look like?

• Here we will consider spectroscopic measurements of
quasars.

• In spectroscopy, we measure the spectral flux (emitted
radiation per unit wavelength per area) over a range of
wavelengths of light.
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Emission lines

Average of the spectra for many quasars:

Spikes correspond to intra-atomic events at fixed energies!
(Quantum mechanics to the rescue!)
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What do quasars look like?
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The Lyman-α forest
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Damped Lyman-α absorbers

• When a very large gas cloud intervenes the line of sight, it
causes characteristic “damping wings” to appear in the
absorption profile. These are called damped Lyman-α
absorbers (DLAs).

• DLAs are important because they probably evolved into
stars, giving us insight into the formation of stars and
galaxies in the early universe.
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Damped Lyman-α absorbers
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Damped Lyman-α absorbers
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The state of the art
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Goal and approach

• Goal: Put grad students out of business.
• Approach: Use tens of thousands of measured quasars to
build a probabilistic model of quasar spectra, and use this
to automatically infer whether there is a DLA in a given
spectrum.
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Bayesian model selection

• Our main tool is Bayesian model selection.
• We build two models: one for quasar spectra without
intervening DLAs (M¬DLA), and with intervening DLAs
(MDLA).

• Then, given a particular set of observations, we will
compute the probability that the DLA model is correct.
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2. GAUSSIAN PROCESSES
Bayesian inference for functions



GPs are convenient

Gaussian processes have many convenient properties! It would
be great to use GPs to build our models!
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GPs: Sampling examples
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What do quasars look like again?
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We still have some work to do. . .

• If we want to use GPs to model quasar spectra, we can’t
use off-the-shelf models.

• So instead we learn a custom GP from tons of examples!
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Learning a GP model for quasar spectra

• We took a previously-compiled catalog of 54 000
high-redshift quasar spectra from the Sloan Digital Sky
Survey (SDSS–III) project.

• Comes with DLA “concordance catalog” combining the
results of previous DLA searches.
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Modeling decisions

• We model normalized quasar spectra in the region

λrest ∈ [800, 1216]Å

(where DLAs are likely to be observed.)
• Approach: learn arbitrary mean vector and covariance
matrix from all putative non-DLA examples on dense grid,
interpolate for new data.
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Assumption

• We assume the data are generated independently from a
shared joint GP prior.

• We optimize the parameters (mean and covariance) of
this prior to maximize the probability of generating our
catalog.
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More modeling decisions

The covariance matrix on our grid of wavelengths has millions
of entries, so it’s going to be difficult to optimize. We assume
it has low-rank:

K = AA>,

where A is a “skinny” matrix (10 columns). This also has
serious(ly good) computational consequences.
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Mean: just average. . .

800 900 1 000 1 100 1 200
0

1

2

3

Ly∞ Lyγ Lyβ Lyα

rest wavelength λrest (Å)

no
rm

al
iz
ed

flu
x

learned µ

Gaussian Processes Learning a GP model for quasar spectra 23



Covariance: off-the-shelf optimizer (BFGS)
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What to do with DLAs?

• We have fully specified our null modelM¬DLA!
• We still need a model for spectra containing DLAs. . .
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What to do with DLAs?

It turns out DLAs are easy now. If we have a sight line
containing a DLA with redshift zDLA and density log10NHI, the
observed flux y(λ) will be

y(λ) = f(λ) exp
(
−τ(λ; zDLA, log10NHI)

)
,

where τ is a deterministic absorption profile.

GPs are closed under linear transformations! (We’re already
done!)
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Let’s test it out: Draw a sample
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Familiar! (Feeling pretty good. . . )
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3. PUTTING IT TOGETHER
Do I have a DLA?



Comparing the models

Given data D, want to compute posterior odds in favor of
DLA model:

Pr(MDLA | D)
Pr(M¬DLA | D)

=
Pr(MDLA)

Pr(M¬DLA)

p(D | MDLA)

p(D | M¬DLA)
.

Need to compute model evidence p(D | M).
• Null modelM¬DLA: easy. (No parameters!)
• DLA modelMDLA: easyish. (Two parameters. Estimate
with (quasi-)Monte Carlo.)
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Running example: log evidence = -2 589

800 900 1 000 1 100 1 200
−1

0

1

2

3

4

rest wavelength λrest (Å)

no
rm

al
iz
ed

flu
x

flux y prior mean µ

Putting it all together Do I have a DLA? 31



Running example
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Running example: log evidence = -2 453
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Running example

• Overwhelming support for DLA model:

Bayes factor = exp(136) = 1059,

so Pr(MDLA | D) = 1.
• Our estimates of the DLA parameters are extremely close
to the previous catalog:

(zDLA, log10NHI) = (3.286, 20.30);

(zDLA, log10NHI) = (3.284, 20.29).
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Experiment

• We used our approach to analyze over 100 000 quasar
spectra from data release 10 of SDSS–III.

• Analyze induced ranking of spectra using DLA
concordance catalog as surrogate ground truth.
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Experiment: ROC curve
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Experiment

• Area under the curve: 94.1%.
• Many “false positives” are likely as-yet undiscovered
DLAs!

• Analyzing each spectrum only takes approximately 0.6
seconds.
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Deliverables to astronomy community

We plan to share many results with the astronomy community,
including:
• our learned GP modelM¬DLA from SDSS–III data release
10, with code, and

• a DLA catalog from final data release of SDSS–III (first
available! nearly 300 000 quasars!)
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Future work

The modeling done here can be potentially useful for many
other related problems.

We hope to be part of a continuing successful relationship
bringing modern machine-learning techniques to astronomy!
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Data

http://www.sdss.org/
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