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UcbExplore: Motivation

Humans & animals exhibit autonomous/intrinsically
motivated exploration of environments, which enables quick
adaptation to possible future tasks.

Undirected exploration: Given an unknown environment,
explore & learn what can be done as efficiently as possible.

This work: We propose a class of environments for which we can
give an efficient algorithm for autonomous exploration with
well-defined performance guarantee.
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UcbExplore: Objective and results

Infinite discrete MDPs without rewards and with RESET to s0.

Objective: Find policies πs for all states s reliably reachable
in L steps.

Negative result:

Difficult when a state s is reachable only through states that
are not reliably reachable (since these intermediate states
cannot be properly explored).

Positive result:

Consider only incrementally reachable states:
there exists some (unknown) order s0, s1, . . . of these states
such that si is reachable in L steps by a policy defined only on
s0, . . . , si−1.

UcbExplore learns to reach these states in (1 + ε)L steps, after
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exploration steps.
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UcbExplore: Algorithm

Maintains a set of known states S ′ = {s : πs is known}.

1 (Discovery): Discover the neighbours of known states.

2 (Optimistic policy): Calculate an optimistic policy πs
(consistent with the observations so far) to reach one of these
neighbours s most quickly.

3 (Policy evaluation): Execute πs several times and test if it
indeed reaches s in at most (1 + ε)L steps.

Properties of UcbExlore:

Observes a small part of a potentially infinite environment and
incrementally extends it by autonomous exploration from
simpler to more complicated goals.

Selects most promising new goals.

Checks if its current knowledge of the environment is
sufficiently accurate.
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